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Abstract This article examines experiences in evaluating a user-adaptive personal assistant
agent designed to assist a busy knowledge worker in time management. We examine the
managerial and technical challenges of designing adequate evaluation and the tension of
collecting adequate data without a fully functional, deployed system. The CALO project
was a seminalmulti-institution effort to develop a personalized cognitive assistant. It included
a significant attempt to rigorously quantify learning capability, which this article discusses for
the first time, and ultimately the project led tomultiple spin-outs including Siri. Retrospection
on negative and positive experiences over the 6 years of the project underscores best practice
in evaluating user-adaptive systems. Lessons for knowledge system evaluation include: the
interests of multiple stakeholders, early consideration of evaluation and deployment, layered
evaluation at system and component levels, characteristics of technology and domains that
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determine the appropriateness of controlled evaluations, implications of ‘in-the-wild’ versus
variations of ‘in-the-lab’ evaluation, and the effect of technology-enabled functionality and
its impact upon existing tools and work practices. In the conclusion, we discuss—through
the lessons illustrated from this case study of intelligent knowledge system evaluation—how
development and infusion of innovative technologymust be supported by adequate evaluation
of its efficacy.

Keywords Technology evaluation · Knowledge-based systems · Personal assistant agent ·
User-adaptive · Time management · CALO project

1 Introduction

Not long after the turn of millennium, Bill Gates remarked, “If you invent a breakthrough in
artificial intelligence, so machines can learn, that is worth 10 Microsofts” (New York Times,
March 2004). Today, it is widely agreed that artificial intelligence (AI) technology has much
to contribute to personal convenience and corporate productivity. Learning and adaptation
offer prospects for new functionality, together with increased personalization and improved
ease of use.

Even so, development and infusion of any technology—not least disruptive technology
likemachine learning—must be supported by adequate evaluation of its efficacy.Without ade-
quate evaluation, reassessment, and redesign, the knowledge systems deployed risk hindering
rather than aiding users, and harming rather than augmenting businesses [41]. For instance,
users will likely reject an adaptive system that behaves erratically and unpredictably. Design-
ing and conducting suitable and adequate evaluation poses key challenges, particularly for
learning and personalized systems [34,76]. We will use the term ‘user-adaptive’ for such
knowledge systems which personalize themselves to their users [15,53,62], i.e., which build
a model of the user and adjust system behaviour based on that model.

In this case study article, we examine experiences in evaluating the learning performance
of a user-adaptive personal assistant agent. We present the managerial, design, and execution
lessons learned from this case study of evaluation in the light of the literature. The domain is
personal time management: in particular, the problem of providing assistance with arranging
meetings andmanaging an individual’s calendar. The article primarily concerns the evaluation
of an intelligent knowledge system that learns preferences over an extended period. As such,
the system itself and its performance are secondary topics. Indeed, the evaluation found
mixed results, and further we argue that the evaluation methodology was exposed to flaws.
Even negative results, however, produce lessons that can aid the evaluation of knowledge
systems [24,68]. These lessons as an illustration of the “do’s” and “don’ts” of evaluation are
our primary contribution.

The technology in our Personalized Time Management (PTIME) calendaring assistant
agentwas designednot only to helpwith schedulingmeetings, but also to help avoid protracted
inter-personal negotiations, simplify the reservation of resources, and advocate for the user’s
time needs in semi-automated negotiation. The agent’s usefulness increased as its knowledge
about the user increases. The enabling technologies involved were preference modelling and
machine learning to capture user preferences, natural language understanding to facilitate
elicitation of constraints, and constraint-based reasoning to generate candidate schedules.
Human–computer interaction (HCI) and interface design played central roles.

The PTIME system was part of a larger, seminal project, Cognitive Assistant that Learns
and Organizes (CALO), aimed at exploring learning in a personalized cognitive assistant [58].
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Thus, the primary assessment of PTIME was in terms of its adaptive capabilities, although
such a knowledge system must necessarily have a certain level of functionality to assist with
tasks in time management, in order to provide a context for learning. At the commencement
of the project, however, the degree of robustness and usability required to support evaluation
was not immediately obvious. Evaluation was focused almost exclusively on the technology:
experiments were designed to measure performance improvements due to learning within a
controlled test environment intended to simulate a period of real-life use—rather than in a
genuinely ‘in-the-wild’ environment (which we discuss in the sequel). Technologists such
as the majority of the authors are trained primarily to conduct such ‘in-the-lab’ evaluations,
but—as we argue in this article—many situations require placing the technology into actual
use with real users in a business or personal environment, in order to provide a meaningful
assessment. We suggest in particular that the evaluation methodology of CALO gave scant
attention to the usefulness and usability of the technology. Indeed, the design and development
of the system neglected to involve the user population from early stages: for instance, paper
prototypes and Wizard of Oz studies were omitted.

The six lessons that emerged from our evaluation journey with PTIME are not unfamiliar
from other experiences of evaluating (non-adaptive) systems:

1. The contexts of the use of technology, and the competing interests of the stakeholders,
must be a primary focus in designing an evaluation strategy

2. Evaluating one component based on an evaluation of a whole system can be misleading,
and vice versa

3. User-adaptive systems require distinct evaluation strategies
4. In-the-wild evaluation is necessary when factors affecting user behaviour cannot be repli-

cated in a controlled environment
5. In-the-wild evaluation implies significant additional development costs
6. Ease of adoption of the system by users will determine the success or failure of a deployed

evaluation strategy

We illustrate these lessons through the article and conclude with recommendations for
technology projects and their evaluation. Our take-home lessons are generic and are not
specific to theCALOproject. In fact, one of themain lessons fromour case study of intelligent
knowledge system evaluation is that researchers and project managers can be insufficiently
familiar with evaluation methodologies and best practice, and that evaluation is too often
included towards the end of a project rather than made an integral part of the development
cycle.

Webegin by introducing the problemdomain of timemanagement (Sect. 2) and summarize
the final design and capability of the PTIME system, highlighting the potential value of AI
technology in the domain (Sect. 3). Section 4 reports and critiques the design, execution, and
outcome of the evaluation of PTIME, relating our experiences in attempting to assess the
system’s learning capability over six calendar years of the CALO project. We conclude the
article with an analysis of our experiences in the light of the literature and other evaluation
efforts (Sect. 5), andwith the lessons illustrated by the PTIME evaluation case study (Sect. 6).

2 Domain: personalized meeting scheduling

The vision guiding the CALOproject was a personal assistant for a busy decision-maker in an
office environment, akin to an adept administrative assistant who can help facilitate routine
tasks [58,72]. CALO thus fits into the heritage of user-assistive agents [5,13,19,25,30,43,53,
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55,60,70,80,82,83]. From a scientific standpoint, a primary objective was to stimulate the
development of AI learning technology to support autonomous adaptation in such assistive
agents.

The CALO project and follow-on technology transitions spanned the period 2003–2010.
With hindsight, CALO has been judged a success [1,12]. The project stimulated research into
machine learning, established the concept of a personal assistant agent into the mainstream,
and led to now-standard toolkits and datasets (e.g., [46]); and from it came commercial
spin-outs as well as knowledge systems adopted by several branches of the US government
[28,65].

Indeed, while CALO was primarily an academic research effort, several spin-out compa-
nies developed, including Siri, which was subsequently acquired by Apple [12], and smart
calendar app Tempo, which was recently acquired by Salesforce.com [48]. The capabilities
of Tempo centred on a calendar display interface, the use of machine learning to associate
documents, and semantic entity recognition and the use of web services to, for instance, find
driving directions for a meeting.

In the context of the vision of CALO, time management—in particular, scheduling meet-
ings in overconstrained settings which are difficult for people to resolve—was a natural
problem to address. The domain of time management is crucial for CALO’s target user pop-
ulation of busy knowledge workers. The reality is that scheduling office meetings too often
turns into a tedious process. Protracted negotiations occur as potential participants commu-
nicate in the semi-transparent world of their own and others’ calendars. The industry that
exists around time management and calendaring—tools (both paper- and computer-based),
strategies, and books—is predicated on the valuable time that could be saved if the effort
spent organizing meetings could be reduced [36,55]. In a world of electronic calendars and
advancing AI technology, the prospect of automated or semi-automated scheduling assis-
tance seemed a plausible and desirable application of a knowledge system; yet in the early
twenty-first century, the most common practice for negotiating meetings remained extended
email, phone, or instant messaging interactions.

Both commercial (e.g., Microsoft Outlook) and open-source (e.g., Zimbra) calendaring
systems abound to support centralized calendaring solutions within an institution. However,
these tools leave to the user the task of identifyingmeeting options and choosing among them,
and negotiating with invitees. At best, more advanced tools support the user in selecting a
time by graphically depicting the availability of participants. Such group calendaring systems
are strong in integration with institutional workflow and enterprise systems , but they remain
tools rather than providers of intelligent assistance.

Little has changed since PTIME was conceived. The nuggets of AI technology that have
been finding their way into mainstream calendaring tools—such as the entity extraction and
limited natural language parsing in Google Calendar—underline the potential of AI for the
time management domain. However, intelligent, personalized time management assistance
is difficult: user studies indicate that people seldom have a realistic understanding of the
preferences they exhibit in practice [79], few are willing to keep providing explicit feedback
without seeing tangible benefit relatively quickly [18], and most are unwilling to spend time
training a calendaring system [55,81]. As a result, we designed PTIME to be an adaptive
system that would learn its user’s preferences reasonably quickly and non-intrusively through
implicit feedback.

From a technological point of view, there already existed fully or semi-automated schedul-
ing systems that readily solved the multi-participant, distributed or centralized meeting
scheduling problem (see the discussion in Berry et al. [10]). However, they continue to
suffer from low adoption rates because they fail to account for the intensely personal nature
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of scheduling, or because they demand excessive control of an important aspect of the indi-
vidual’s life [63].

Systems subsequent to PTIME have been developed in the context of ubiquitous mobile
computing, addressing, for instance, issues of complex multi-event scheduling [66], privacy
of ambient calendaring [69], or multi-agent negotiation strategy [70].

As a research project, the objective of PTIME was to develop an intelligent personalized
calendaring assistant for busy knowledge workers. The broader objective that gained empha-
sis as the project progressed (and as the technical challenges were addressed) was to develop
a usable personalized assistant that would be useful in helping to ameliorate time manage-
ment problems. Providing intelligent time management assistance required that we either
augment an existing calendaring system or develop a fully functional, stand-alone assistant.
We initially attempted to use Microsoft Outlook as our calendaring interface—encountering
and overcoming significant integration issues—but eventually set aside that paradigm when
CALO began to develop its own calendaring interface [20], in line with the vision of CALO
as a separate, cognitive knowledge system.

3 Evaluation target: the PTIME system

PTIME consists of four main components: user interface, calendar proxy, constraint rea-
soner, and preference learner. Through PTIME’s user interface (UI), shown in Fig. 1, the
user browses and manipulates her calendar, and enters scheduling constraints and meeting
details using any combination of typed restricted natural language and direct manipulation.
The calendar proxy provides the ability to connect to a variety of calendar servers, support-
ing PTIME’s ability to manage calendars from multiple sources (e.g., personal and work
calendars). The constraint reasoner generates candidate schedules using the current prefer-

Fig. 1 One view of the PTIME interface near the end of the project (PTIME-5)
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Fig. 2 Overview of user–system interaction in the PTIME adaptive time management assistant. The primary
interaction is (1) user’s specification of desiderata for a meeting, (2) system’s generation of preferred schedule
options, and (3) user’s choice among the options or refinement of desiderata. The system (4) updates its
preference model based on the chosen option

ence model while the preference learner updates this model based on user feedback on the
generated options. Berry et al. [7,10] provide a detailed system description.

Figure 2 depicts the interactions between the user and the PTIME system during a typical
scheduling process. Optionally, PTIME (Step 0) may elicit scheduling preferences: for the
user, this corresponds to specifying general preferences such as preferred days and times. The
elicitation methodology and ‘wizard’ user interface are described in Berry et al. [10]. From
the system’s point of view, the purpose of this optional user step is to initialize the preference
model. The form of the model is described below. At any time the user can reinvoke the
preferencewizard. In order to avoid confusion between stated and learned preferencemodels,
the system displays the stated model, i.e., the user’s stated general preferences. The user can
choose to modify them, and the system takes this change into account.

In its main mode of operation, PTIME (Step 1) elicits an event request: for the user, this
corresponds to stating details on the desired event to be arranged; these details correspond to
constraints. This can be seen in the upper-left part of Fig. 1. PTIME handles single calendar
‘events’, such as ameeting, and recurrent editions of single events. The system is not designed
to handle events with multiple parts (compare SelfPlanner [66]) nor plan daily agendas.

PTIME (Step 2) computes preferred candidate schedules (possibly relaxations) in response
to the request and presents a ranked subset of the candidate schedules to the user. These can
be seen in the lower-left part of Fig. 1. Note that, because PTIME will consider moving
existing events if necessary, the options presented to the user are schedules rather than single
events. The number of such candidate schedules presented depends on the number of feasible
schedules. PTIME will typically display 10 candidate schedules, including a mix of highly
optimal and diverse options. PTIME (Step 3) accepts the user’s selection from among the
presented candidate schedules. This is seen in the centre-left part of Fig. 1, where the user
will click “Schedule This!” if satisfied with the selected candidate schedule. The candidate
schedule is also previewed in the right-hand calendar view as semi-transparent events. These
become firm once the user selects the candidate schedule. PTIME (Step 4) updates the
preference model accordingly, as described below.

Steps 2 and 3 repeat as necessary, with the system presenting new or refined options after
each new detail is entered by the user. The updated model is used in the subsequent interac-
tions. Through a collaborative negotiation process (not depicted), event invitees comment,
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respond, and counter-propose to reach agreement over the event [9]; they can delegate some
of this negotiation to their PTIME agent to perform on their behalf as a mediating agent [70].

Underlying the constraint reasoner and the preference learner is a preference model
designed to be expressive enough to capture the user’s preferenceswhile being simple enough
to support tractable reasoning and efficient learning. The preference model is a second-order
Choquet integral model over event request and schedule features. This a well-known model
for making decisions under multiple criteria [32]; the PTIME preference model has 28 real-
valued coefficients. At any time, the model is a weighed combination of the initial stated
model (or an uninformative default if the user does not state general preferences) and the
acquired model.

The constraint reasoner generates scheduling options in response to new or revised
details and constraints from the user, using the current preference model to generate pre-
ferred options. The reasoner translates requests such as “next tues afternoon with nigel and
kim” into a set of soft constraints and solves a soft constraint problem with preferences
[10,57]. Soft constraints allow all aspects of the user’s request—including times, location,
and participants—to be relaxed in the case where the request cannot be satisfied, i.e., when
the scheduling problem is overconstrained. For details of the constraint solving, we refer to
the cited works.

The preference learner interacts with both the UI and the constraint reasoner. In address-
ing an event request from the PTIME user, the reasoner queries the learner for the current
preference model, and uses the model to generate candidate solutions. After the user selects
an option from those presented, the UI sends the candidate set to the learner, providing it
with the feedback that the selected option is preferred to all the other displayed candidates.
Although users have the ability to provide explicit ratings on any of the candidates, the learner
is designed primarily to learn unobtrusively from implicit feedback, i.e., user decisions and
actions. Given these pairwise preferences, the learner applies SVM techniques [42] for rank-
ing to adjust the weights of the evaluation function used by the constraint reasoner (see
Fig. 2). Additional learning components acquire models of autonomy, preferred locations,
social relationships, and event reminders.

4 Methodology: evaluating learning in PTIME

We now describe the methodological approach to evaluating the PTIME system and critique
the various specific evaluations undertaken. The lessons stated in Sect. 1 emerge; we discuss
them in detail at the end of the article. It is important to keep in mind that our focus is on
the lessons illustrated by a case study in evaluation: the results of the specific evaluations
themselves are secondary. The reader interested in the take-home lessons from our experience
can skim the remainder of this section and move to Sects. 5 and 6.

Different aspects of PTIME were under development over 6 years as part of the CALO
project [72]. During that time, we undertook a number of evaluations of the technology
focused on its adaptive capabilities, since learning was the major thrust of the CALO project.
For various reasons which we discuss next, the evaluation turned out to be a much more
demanding task than originally anticipated, requiring a rethinking not only of our evaluation
methodology but also of the design of PTIME itself and the scheduling assistance capabilities
it provided.

For clarity given the scale of the project, we append the project year number to the end
of ‘PTIME’ or ‘CALO’ to indicate the respective system versions at the end of the project

123



P. M. Berry et al.

Fig. 3 Left Main PTIME interface, end of Year 3 (PTIME-3). Right PTIME spin-out Tempo

‘Year’. (For administrative reasons, each of the five ‘Years’ of the project were approximately
14 months in duration.) For example, PTIME-2 was the version of PTIMEwithin CALO-2 at
the end of project Year 2, the system that took part in the first annual CALO Test, described
below.

Our experience was inherently within the context of the CALO project. For the first
half of the project, we relied primarily on the CALO-wide evaluation. Section 4.1 critiques
this ‘Years 2 and 3’ evaluation. (Year 1 did not have formal evaluation.) With hindsight,
dedicated requirements elicitation for and informal evaluation of PTIME would have been
beneficial (Lesson 2). They would have helped set the direction of PTIME’s development,
such as a calendar-based user interface. The first two years of effort on PTIME, however,
concentrated solely on algorithmic research and infrastructure building, and the first CALO-
wide evaluation occurred towards the end of Year 2 of the project; further work led to
PTIME-3, whose user interface is shown in Fig. 3 (left). During the subsequent project
Year 4, in addition to the CALO-wide evaluationwe undertook a separate informal evaluation
of PTIME, and made a limited deployment of the system for evaluation purposes. Section 4.2
critiques this evaluation. Finally, in the last Year of the project, we were free to develop and
evaluate PTIME on its own. Section 4.3 critiques this evaluation.

Relevant to but outside of our prerogative as researchers developing PTIME were matters
of CALOproject management, including the scope of the overarching project and its research
objectives, and the evolution of the project objectives and requirements over time (Lesson 1).
Also outside our prerogativewas the purpose, design, and conduct of CALO-wide evaluations
(Lessons 5 and 6). We describe them below from the perspective of PTIME.

4.1 Years 2 and 3: evaluating PTIME as part of CALO

As stated, a primary objective of the CALOproject was to stimulate the development of learn-
ing technology to support adaptation in an intelligent assistant. Therefore, the annual CALO
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Test, inaugurated in Year 2 of the project, was designed to assess the effects of learning on
CALO’s performance as a personalized office assistant. The methodology of the CALO Test
was—for better or worse—dedicated to make this assessment. Patterned after standardized
tests such as the SAT and GMAT for American college admissions, each year’s Test drew
from a library of parametrized questions developed by an independent evaluator (IE).

We give an abbreviated overview of the Year 2 and 3 CALO Tests in order to understand
its relevance to the evaluation of PTIME (all Lessons 1–6). The methodological approach
of the CALO Test was a kind of layered evaluation [14,64]. The Test was significant as an
attempt to rigorously quantify the learning ability of a personal assistant agent, in the context
of a large, multi-institution effort to build a groundbreaking cognitive knowledge system.
Since the evaluations were similar for Years 2 and 3, we describe them together.

Aims.The aimof theCALOTestwas to assess the effects of learning onCALO’s performance
as a personalized office assistant, and hence PTIME’s performance as a personalized time
management assistant. It is important to note that task performance as a result of machine
learning was the only criterion of interest. In particular, the CALO Test did not consider
usefulness, user opinion, or usability, other than their implicit impact upon ‘performance’ as
defined by score on the Test questions (see below). Indeed, if the aim had been to evaluate
the usefulness of the technology, the design of the Test would have had to be different; we
return to this point later. For the perspective of PTIME, the Test was mandated; we had no
influence over its design (Lessons 1 and 2).

Subjects. In order to provide data for the machine learning algorithms, subjects used CALO
in their day-to-day activities during a defined period, called the critical learning period
(CLP). Participants were recruited from various departments within our organization. All
were knowledge workers; most had some role in the CALO project. In Year 2, 15 participants
were recruited; in Year 3, 16 participants.

Hypotheses. Three main hypotheses were studied:

1. CALO with learning enabled (LCALO) has a higher performance score (defined below)
than the baseline of CALO with learning ablated (BCALO).

2. The scores of both LCALO and BCALO increase over the years of the project.
3. The difference in scores between LCALO and BCALO increases over the years.

Note that BCALO as well as LCALO were developed over the years, i.e., BCALO was
not a standing comparison target for LCALO but should itself be improved.

Methods and tasks. We refer to “Appendix 1” for the detailed description.

Results.We report the results for PTIME in Table 1, which shows the mean percentage score
(i.e., themean score divided by themaximum of 4.0: e.g., a mean score of 2 is 50%). Columns
‘Target’ denote the percentage score required for continuation of the project into the next

Table 1 Overall PTIME-2 and PTIME-3 score results for the CALO Test in Years 2 and 3

System Year 2 Year 3

Target (%) PTIME PQs (%) Target (%) PTIME PQs (%)

LCALO 32 65 46 69.5

BCALO 22 62 26 65
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project year; columns ‘PTIME PQs’ denote the actual percentage score achieved by PTIME
on the CALO Test parameterized questions (PQs) relevant to time management. PTIME’s
performance was well above the target levels. The differences between LCALO and BCALO
between each user, and overall averaged across users, although small inmagnitude, were both
statistically significant at p < 0.05 (two-sided t test). For CALO overall, the performance of
LCALO over BCALO was positive but not statistically significant.

Discussion of the years 2/3 CALO Test The CALO Test represented a hybrid between a
theoretical assessments of machine learning in a cognitive assistant [71] and assessments
based on human subject experiments [74]. Despite various critiques and inadequacies, the
CALO Test was mandated by the project sponsor. First and foremost, the CALO Test was
designed specifically to evaluate CALOas awhole rather than any of the learning components
in isolation. Given the large collection of modules, each year’s instance of the Test could
include only a small number of questions pertaining to time management.

Second, the data gathered during the critical learning period was insufficient for PTIME’s
learning. In the first year of the annual evaluation (Year 2 of the project), participants simply
did not schedule enough events. In Year 3, participants were directed to schedule at least
a minimum number of meetings, but they ended up scheduling mostly underconstrained
meetings (a common type of meeting request in practice, as we discuss below). As a result,
PTIME-2/PTIME-3 did not receive data on how they managed trade-offs, which is most
indicative of user preferences. Finally, usability and stability issues—with PTIME and with
CALO overall—significantly affected user interaction, impacting our ability to gather data
(Lesson 6).

We undertook an analysis of PTIME’s performance each year, to investigate the mistakes
made by the systemonPQs and their causes.Generally, apart from somebugs, the causeswere
attributable to incorrect or incomplete preference elicitation, inadequate data for learning, or
the nature of the Test as we next discuss.

The constraints of a mandated evaluation process did not provide us with control over
our own evaluation regime. This said, although PTIME was mandated to participate in the
CALO Test, there was nothing in the mandate that explicitly prevented us from undertaking
our own evaluation—and indeed later we began to do so, as described below. In hindsight,
at the time the Test was first conceived and before details about the Test and its execution
were laid out, we imagined that it would be a way to have controlled access to a reasonably
large group of people using our system, and thus a good forum for evaluation (Lessons 3
and 4). Further, it soon became clear that running such a large-scale evaluation on a complex,
adaptive system held considerable challenge, and so, in some sense, it seemed an even better
idea to pool resources so that all could benefit from the large-scale evaluation. Indeed, we
would not have had the resources to run a dedicated PTIME evaluation at the time, even if
we had thought to do so (Lesson 5).

The advantage of evaluating PTIME as a component in a larger system, then, was access
to a large-scale independent evaluation. Further, since CALO’s ambition was to be a person-
alized office assistant, connectivity and synergy between different components was thought
important to give assistance in a broad range of tasks. For example, CALO learned orga-
nizational hierarchy and this information was available to PTIME to help answer questions
about event attendee importance. The disadvantage of evaluating PTIME in this regime, as
we next discuss, was the difficulty of assessing the performance of PTIME as opposed to the
performance of the larger system (Lesson 2). This difficulty led us to eventually develop our
own evaluation (see Sect. 4.3).

123



Evaluating intelligent knowledge systems: experiences with a...

“Appendix 2” summarizes further critique of the CALO Test methodology. Between
Years 2 and 3, as we began to realize the difficulties with the CALO Test from the point
of view of PTIME, and to recognize the increasing importance of usability, we conducted
our first user study to investigate calendaring needs and relevant decision factors in the target
user population of knowledge workers.

Take-home summary: Generic system-level evaluation may be unsuitable, even if scientif-
ically conducted.

4.2 Year 4: evaluating PTIME, besides the CALO Test

Summarizing, the attempt to evaluate PTIME as a component within CALO, by means of the
annual project-wide evaluation in the first years of CALO—this proved to be an unsuccessful
evaluation strategy. Lessons 1 and 2, regarding context, stakeholders, and local versus global
evaluation, became prominent.

In project Year 4, we sought to address deficiencies of the earlier evaluations (i.e., the
CALO Test) from the point of view of PTIME, by a three-pronged strategy: a pre-CLP
training phase (Sect. 4.2), post-CLP interviews (Sect. 4.2), and a limited deployment of
PTIME-4 (Sect. 4.2). Our aims were to obtain a greater amount of data to assess PTIME-4’s
learning performance, and to gain insight into PTIME-4’s efficacy and usability. The main
system developments in PTIME-4 were increased efficiency in the constraint reasoner, and
improvements to the user interface as a response to deficiencies noted in Year 3 Test.

With hindsight, it is surprising that a large-scale research project likeCALOdid not feature
usability more prominently in its initial project plan, and plan for user-centric evaluations as
soon as the system had reached aminimal adequate level of capability (both task functionality
and learning capability) and user interface. To be fair, the strong mandate for the annual
evaluation was on task performance as a result of machine learning. The overall project plan
could be characterized by an over-simplification as: first develop the learning technologies
and then integrate them and test and iterate.

With others, we put forward the case that became apparent from the Year 2 and especially
Year 3 CLPs: that data collection and task performance were both hindered if the CALO
system suffered from poor usability. In tandem, the project requirements did evolve in Year 4
and especially Year 5 of CALO , onto a focus towards deployment of parts of the system or
of concepts from it (Lesson 1).

Pre-CLP training and CALO Test results In Year 4, first, we attempted to make the best we
could of CALO Test, introducing additional training prior to the CLP.

Table 2 shows the CALO Test results. The performance of LCALO-4 over BCALO-4
was, as in previous years, positive but small. We determined two main reasons why LCALO
performs only a little better than BCALO. The first is that there was little time during the
CLP for the effect of learning to be seen. The second reason is that the baseline performance
of BCALO was already high on the PTIME PQs. The main reason for this is the selection
of the PQs (and their scoring—see Sect. 4.1): many of the PTIME PQs were relatively easy

Table 2 Overall PTIME-4 score
results for the CALO Test in
Year 4

System Year 4 target (%) PTIME PQs (%)

LCALO 64 73

BCALO 32 71.5
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Fig. 4 Results of the year 4 evaluation. Left Options earlier in the system’s ranking should be selected by
users as the system learns. Right Users should be satisfied with the first-presented option more frequently as
the system learns

for a non-learning algorithm to score well on. For the reasons discussed earlier, despite the
addition of five more PQs, the CALO Test did not include many other PQs which were
arguably more difficult and where learned knowledge would weigh more heavily.

Our changes to the experimental setup were successful in that a significant portion of the
data collected now involved users making trade-offs in overconstrained scenarios. Figure 4
illustrates part of the results. The left graph shows the learning curve based on the rank of
the selected option, averaged across the 15 completed subjects. The results suggest a gradual
improvement in the preference learner’s ability to rank highly (i.e., lower absolute rank) the
most desirable option. We also measured the number of times the subjects’ selected option
was in the top 3 options presented (right graph, averaged across the 15 subjects). The results
suggest that, with more learning, the selected option occurs in the top 3 more frequently.
Combined, the results given an indication that PTIME-4 was able to generate and present
reasonable options to the user.

In terms of learning, while the results were encouraging, they are not dramatic. The
learned models arguably still did not truly reflect the participants’ scheduling preferences
(as stated in post-CLP answer key elicitation), again for a number of reasons. First, in the
dedicated training phase, although the details of each scheduling scenario were spelled out, it
remained up to the participants to internalize the details and pretend as if they had created that
scenario. In reality, CALO Test participants were often forced to make trade-offs in scenarios
they would have never created. Second, in the CLP, the fact that the participants knew they
would not have to actually attend most of the meetings they were scheduling sometimes had
a dramatic influence on their perception of what was acceptable. Third, the timescale for
adaptivity was arguably too small.

Post-CLP interviews Following the CALO Test, second, we interviewed the participants and
others. Participants who had used PTIME (any version) felt that the concept of a personalized
calendaring assistant along the lines of PTIME was useful (mean 1.0 on a scale [−2, 2],
significant by a one-sided t test against indifference (mean 0) at p < 0.001), and found that
they could express theirmeeting requests using it (mean 1.0). Opinion about the user interface
was much more mixed (mean 0.15, not significant at p < 0.1). Participants also did not have
a sense of whether or not PTIME-4 was adapting to their preferences (mean 0.33)—see
discussion below—nor did they express significant opinion whether or not PTIME could fit
into their preferred time management workflow (mean 0.35). By contrast, subjects expressed
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that the organization’s enterprise calendaring systemdid not fit into preferredworkflow (mean
−0.69, p < 0.05).

The interviews indicated that participants desired to understand why PTIME-4 made its
recommendations, and in particular why the system sometimes relaxed constraints that they
had specified. Subjects liked the PTIME-4’s visualization of their preferences. However, they
were often unaware when their meeting requests were overconstrained. This found desire for
transparency supports studies reported in the literature [26,29]. Wemodified PTIME to make
more prominent alerts about constraint relaxation (see Fig. 1), and to provide mouse-over
explanation.

Internal deployment of PTIME Finally, we attempted a limited deployment of PTIME-4
within our department, under the supposition that if any part of CALO would be used in real
life , PTIME would be a start. The rationale was to gather data from users in a more ‘in-the-
wild’ evaluation compared to the semi-artificial conditions of the CLP (Lesson 4). Such a
deployment required separating PTIME-4 from some of the heavyweight core of CALO-4
and connecting PTIME-4 with our organization’s enterprise calendaring system (Lessons 1
and 5); thus we began our recognition of usability as a more significant factor in evaluation
as a system moves towards deployment.

The limited deployment of PTIME-4 was almost entirely unsuccessful for three reasons
(Lesson 6). First, althoughmuch improved over Year 3, the UI, coupled with CALO-4 system
performance and stability issues, continued to hamper usability. Second, the installation was
still quite heavyweight, requiring some memory-intensive CALO-4 components, such as the
knowledge base [3]. Third, while PTIME-4 provided advanced scheduling features, it did
not provide sufficient advantage for users’ simpler, more common calendaring needs such
as inserting a fixed-time appointment—the ‘easy’ cases [59]—to entice people to use it in
conjunction with their existing tools and calendaring habits (Lesson 1).

Overall, the results from the various Year 4 evaluations reflected tension between research
objectives and system requirements (Lesson 1). For example, from a research point of view,
‘hard’ scheduling problems hold greater interest and challenge than ‘easy’ cases. However,
‘easy’ cases are common in real life, and users sought a capability for them—hence an
assistant must be adept in both situations.

Regarding the assessment of PTIME-4’s adaptation to its user, the Year 4 evaluations pro-
vided some limited evidence. Although CLP participants overall had only a weak perception
that the system was adapting to their preferences, a sizable minority strongly felt that it was
doing so. Quantitative data from the Test gave indication of learning. Performance on Test
questions was encouraging, within the confines of the Test questions, scoring scheme, and
timescale.

The evaluations gave further data on time management practices and calendaring tool
usage. Regarding the potential usefulness of PTIME-4, they indicated potential. Regarding
usability and deployment, the evaluations confirmed that engineering and user interface work
was needed on PTIME-4 (Lessons 5 and 6). These points lead into Year 5.

Take-home summary: Evaluation in controlled settings may be inadquate to address all key
evaluation criteria.

4.3 Project year 5: comprehensive evaluation of standalone PTIME

Summarizing, the evaluations conducted in Years 2/3 and 4 of the CALO project gave some
insights into PTIME’s performance and value, but yielded insufficient data to evaluate the
usefulness of PTIME’s adaptive capabilities. In Year 5, the annual CALO Test was not
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conducted, due to an emphasis on technology transition at the end of the project [17,65]. This
enabled us to step back and create an evaluation plan specifically for PTIME-5 (Lesson 2).
Learning from our earlier experiences, we designed a layered three-stage evaluation with the
objective of answering these research questions:

1. Is PTIME a usable calendaring assistant? (user experience)
2. Does PTIME increases task effectiveness? (objective performancemeasures, including

measures of learning)
3. Is PTIME a potentially useful assistant? (subjective appraisal and performance mea-

sures)

The first stage of the Year 5 evaluation involved cognitive walkthroughs, think-aloud
exercises, and prototyping. The second stage comprised of a set of structured evaluation
sessions (Sect. 4.3). Together, these studies focused on gathering data to assess usability and
perceived usefulness, and helped us evolve theUI design. Deliberately, unlike theCLP,we did
not attempt to gather quantitative data to assess preference modelling or learning by means
of these structured studies. The third stage was a longitudinal study with a small set of users
‘in-the-wild’ (Sect. 4.3). This study sought to gather data to assess learning performance as
well as long-term perceived usefulness (Lesson 4). This stage of the evaluation was truncated
due to the conclusion of the CALO project.

Before PTIME-5 could be evaluated ‘in-the-wild’, the architectural, deployment, and
usability issues that hindered previous evaluations had to be addressed. We undertook an
iterative development process alongside the first two stages of evaluation, using the results
of the user studies, think-aloud exercises, and prototyping, in order to develop alpha, beta,
and release deployments [81].

The result was a lightweight, user-centric version of PTIME called Emma (Event Man-
agement Assistant). Emma operated independently of the full CALO system; it operated
cross-platform on Mac OS and Windows; and it interfaced with standard iCalendar or Cal-
DAV servers, as used in most institutions. Although the separation from CALO limited
some functionality—for example, not having access to the CALO knowledge base, Emma
lacked knowledge of organizational hierarchy—it was clear that adoption of PTIME would
be greatly inhibited if deployment required the full CALO system to be installed (Lesson 6).
We redesigned the calendar view for usability (Fig. 1) and added support for typical calendar
functions to address the ‘easy’ cases of scheduling. Learning from the think-aloud exercises,
we made the user–system interaction more incremental and redesigned the request specifi-
cation and option viewing interface to make less cumbersome the ‘hard’ cases. There was
significant effort required in designing and developing Emma, not least in redesigning the
UI, making Emma a standalone application, and integrating it with standard calendar servers
(Lesson 5).

Structured evaluation. Even more than the CALO Test of previous Years, the structured
evaluation took place ‘in-the-lab’ in a controlled environment. The objective of the structured
evaluation sessions was to evaluate Emma empirically in terms of ease of use and perceived
usefulness, factors crucial for eventual user acceptance.

The majority of participants thought that Emma was a potentially useful tool, helping
them to manage their calendar more quickly and with superior outcome. Almost all subjects
liked the concept of “a tool like Emma” (mean 0.92 on a scale [−3, 3], significant by a one-
sided t test against indifference at p < 0.01) and “would use it if it was stable” (mean 2.25,
p < 0.001). Emma was found to be extremely significant in increasing task effectiveness
in general (mean 0.85 on a scale [−2, 2]), and in terms of perceived speed (mean 0.76)
and quality (mean 0.71). It was likewise found easy to use (mean 0.72). Emma was found
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to be neither easy nor hard to learn; likewise with perceived understanding and control
of the system. As expected from the short duration of usage, participants did not have a
sense of whether the system was adapting to their preferences. This result was expected,
not because the system’s behaviour was not transparent or because the preference model
was not scrutable enough, but because the short duration would not give enough scheduling
instances and calendaring usage for PTIME to learn preferences. This was one motivation
for the longitudinal study, reported next. Finally, the participants who had used an earlier
version of PTIME expressed strong agreement that Emma was “superior to PTIME” (mean
1.33). We attribute this perception to Emma’s lightweight nature, compatibility with existing
calendar systems, and UI improvements.

While these studies on usability and perceived usefulness were not seeking to address the
issue of adaptation, we firmly believe they are critical to the evaluation of an user-adaptive
assistant such as PTIME. Indeed, as we discovered in our earlier technology-centric evalu-
ations, it is difficult to synthesize scenarios that will effectively elicit real-world behaviour
from users within a controlled setting (Lesson 4). On the other hand, evaluating a system
‘in-the-wild’ requires that it be usable and useful enough for users to actually want to use it
(Lesson 6).

Longitudinal study The structured evaluation served as prerequisites to the longitudinal study
that sought to evaluate Emma’s adaptive capabilities. The longitudinal study focused on a
small set of real users ‘in-the-wild’ over an extended period of three months. The aim was to
gather data to assess learning performance—only possible through extended use, as we have
argued—as well as long-term perceived usefulness (Lessons 3 and 4).

The longitudinal study was truncated, unfortunately, due to a redirection of funding
towards the conclusion of the CALO project. Further, the quality of the data recorded proved
variable, due to a number of experimental and technical factors (Lessons 1, 5, and 6). First,
someof the participants did not actually useEmma, for reasons varying fromsummer vacation
to technical problems (e.g., firewall access to enterprise calendar servers in other locations).
Second, the work patterns of some participants did not fit the target population of the system,
despite what the participants had stated when they were recruited. For example, one group of
participants who worked together as a team expressed great approval of being able to consult
each others’ calendars and check room reservations using Emma. They used the system fre-
quently for this purpose. However, they only occasionally used the system to schedule events
(preferring pen-and-paper calendars attached to the door of conference rooms), and thus the
system obtained little data on user preferences. Third, technical issues with data logging
confounded initial preference elicitation and training data with logged data over time.

Some tentative conclusions can be drawn from the longitudinal data; because we do
not wish to place too much weight upon it, we refrain from presenting numerical results
here. The logged learning data, after cleaning, shows that the rank of the chosen option or
options decreased over time [(compare Fig. 4 (left)], suggesting that the system is successfully
adapting to its user’s preferences. Moreover, the first-ranked option was frequently chosen
by all participants. This indicates that the options presented by the system are satisfactory for
the meeting request entered by the user; it also indicates that users can satisfactorily express
their requirements through the user interface.

Take-home summary Non-technical factors are as pertinent as technical factors in the suc-
cess of knowledge system evaluation.

Despite the various limitations, we hold that the experimental methodology towards the
end of the project was appropriate, notwithstanding some flaws. The first two stages informed
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iterative design of the system, and provided data on user experience and task effectiveness in
the lab setting. The third stage provided data on learning performance out of the laboratory
setting (Lesson 4) (compare Gena [31]).

Had we the freedom to embed an evaluation methodology in project’s plan from the
beginning, it would have emphasized an iterative development process where the concept,
interface, and system capability (constraint reasoning, preference learning, and schedule
presentation and recommendation) co-evolve. Such a ‘double-helix’ process involving the
user population was adopted successfully in the technology transitions coming out of the
CALO project [28,65]. The plan would include ethnographic user studies and concept design
andvalidation at the start of the project, and separate evaluationofPTIME in termsof usability,
task effectiveness, and perceived usefulness throughout. The longitudinal study would have
been piloted and then initiated by Year 4, so that it could run to completion before the end
of the project. Managerial decisions would continue to provide enabling resources. Ideally,
legal issues would have been resolved early so that the user pool could extend outside of our
organization.

5 Discussion: evaluating an adaptive, interactive system

Having critically examined our evaluation experiences with the PTIME system in project
Years 2/3, 4, and 5, respectively, in this section we reflect more broadly; in Sect. 6 we
conclude with the lessons learned.

PTIME was developed in the context of a non-profit research laboratory. The CALO
project of which it was a part was applied academic research , having both research and
development as integral parts. Our evaluation experience reported here was influenced by the
interplay of these parts—research and development—and between shifting project goals and
evaluation criteria (Lesson 1). A similar experience among research projects on a trajectory
towards deployment could, we suppose, be told by many researchers from the industrial
research laboratories. However, such stories are rarely told, McCorduck and Feigenbaum
[54]’s overview of Japan’s famous Fifth Generation Project being a notable exception.

As we described, the CALO Test aimed to provide an objective, quantitative empiri-
cal measure of the effects of learning on CALO’s performance. It adopted the ‘scientific’
approach articulated in the literature on empirical AI [24], which majors on robust evalu-
ation of algorithms and approaches, primarily to show that they improve performance in
some way: increased predictive accuracy, efficiency, precision/recall, optimality, area under
the ROC curve, and so forth. However, when the contribution made by the technology is to
improve a user’s experience or adapt to a human’s needs or preferences over time, traditional
evaluation metrics, e.g., precision/recall, are less obviously applicable [75]. Davis et al. [27]
famously argue that it is more important to evaluate usefulness, i.e., the extent to which the
technology impacts the usefulness or utility of the application; the CALO Test did not do so,
while the final evaluation of Emma did strive to do so.

Taking a broad view of evaluating adaptation an intelligent knowledge system poses
several key questions. We structure this section around them, before remarking on three
related areas of evaluation case studies.

Control conditions for evaluation. First, the appropriate control conditions for proper eval-
uation. For an adaptive system, themost relevant conditions might be: (1) the adaptive system
(e.g., LCALO), (2) the same system but not adaptive (e.g., BCALO), and (3) a ‘business as
usual’ case (e.g., Outlook).
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It is illustrative to consider our case study here. The CALO Test rigorously compared
conditions (1) and (2) but did not consider condition (3). The Emma evaluation compared
conditions (1) and (3) in terms of perceived usefulness but not directly in terms of task
efficiency. It is interesting to ask if this A/B comparison should have beenmade. For example,
the RADAR project measured the performance of a human–agent pair, with and without
learning, against that of humans using commercial off-the-shelf tools [30,73].

There were a number of reasons we decided against such a direct comparative study. First,
expert experimental design opinion from the HCI community advised us that an A/B study
of Emma versus a commercial tool such as Outlook would be unlikely to yield meaning-
fully reliable data on task effectiveness, due to the difficulty of ensuring comparable tasks
between the tools, control ofmultiple parameters, equivalent user populations, and paradigms
of use [22,34]. This is in line with the findings of Höök [39]. Other user-adaptive calendar-
ing assistants would not provide comparable ecological baselines either, since they address
distinctly different tasks. Moreover, the learning problems addressed by other adaptive cal-
endaring assistants are sufficiently distinct from PTIME’s learning goals that the former fail
to provide a useful baseline system (Lesson 1).

The second reason that a direct comparative study was judged inappropriate was the inte-
gral role of the preference model in PTIME’s creation and exploration of the search space:
PTIME was performing a generative task [51] Without a preference model, the performance
of the constraint reasoner is greatly affected, rendering insignificant any ablative comparison
against PTIME without any learning (Lessons 2 and 3). The third reason was that our goal
was not to prove the superiority of a research prototype compared to commercial systems,
but to validate the promise of the PTIME concept. We wanted to assess whether PTIME
is effective at its purpose, whether it is usable for naive users, and what are the subjective
opinions of the AI-empowered concept it embeds. Nonetheless, although we did not per-
form comparative studies, our structured evaluation did include subjective assessment of the
perceived usefulness of Emma in relation to existing tools, with the favourable results we
reported earlier in Sect. 4.3.

Data and usability. Granted the first control condition of an adaptive system, the perennial
issue arises of how to obtain adequate data for the system’s learning and for its evalua-
tion. Evaluating an adaptive capability requires data and, for personalized adaptation, as in
PTIME—i.e., adaptation to the preferences and practices of an individual—the data must be
from, or at least derived from, real users (Lesson 4). (See below for discussion of evaluation
realism.) As for PTIME, the data may well have to be collected over time [39], and perhaps
from implicit user actions rather than explicit feedback.1

Once any system is put in front of users, its usability becomes a crucial issue. If the user
cannot or will not interact effectively with the system then the evaluation of the adaptive
approach is problematic (Lesson 6). Further, if the task being performed is a generative
task—requiring interaction with the user to formulate the instance of the task, to which the
system generates a response [51]—then the evaluation requires a system with which the user
can actually interact and use (Lesson 5); otherwise, no meaningful data can be obtained [76].

Realism of evaluation setting. Consider the behaviour of users interacting with a personal-
ized adaptive system that is performing a generative task, such as PTIME. Users’ behaviour
is likely to change when the usage situation departs from real life. The issue here is not just

1 While PTIME can be seen as a type of recommender system, evaluating a task-oriented adaptive system
such as PTIME differs significantly from evaluating a classical recommender system, due to the generative,
incremental, and dynamic nature of the recommendation task.
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that real life has variability that is difficult to capture with a few test cases, but that the very
behaviour itself changes—as we saw in the Year 2/3 Test. As we discovered, the complex
social and personal factors affecting such interactions cannot always be successfully captured
in a controlled environment. Further, our experience with synthetic problems in the Year 4
evaluation of PTIME indicates that it is easy to underestimate the complexity of creating
suitable problems for the controlled experiment.

There is a continuum over the level of realism of an evaluation setting: starting at one
end, theoretical algorithmic experimentation, to simulation, to controlled ‘in-the-lab’ studies
(with real users), to ‘remote’ evaluation studies performed by real users but in somewhat
less controlled settings (e.g., a Mechanical Turk evaluation), or true ‘in-the-wild’ studies
such as A/B studies or data mining of system usage information. PTIME evaluation involved
increasingly realistic evaluation settings as the project progressed, culminating in Year 5’s
fully ‘in-the-wild’ study.

Aylett et al. [4] advocate that “there is no substitute” for the process of field studies and
trial deployments, and we agree, especially for user-adaptive systems. From the PTIME
experience, we conclude that evaluating the usefulness of such systems requires a deployed
system in real-life use (Lesson 4). Once a system is thus deployed ‘in-the-wild’ , usability
becomes even more crucial (Lesson 6). Further, real users have limited understanding of AI
(learning) technology and limited patience in providing explicit feedback and training data
[65].

None of this is to say, however, that controlled lab studies are without value. Kjeldskov
and Skov [45] point out that laboratory studies can reveal many fundamental limitations of
a system, and this was the case with PTIME. Such studies can also ‘stress test’ a system
by requiring users to perform unusually difficult tasks that may occur infrequently in reality
(and hence be missed by field studies of limited duration). Theoretical, laboratory, and field
studies have complementary roles in gaining a holistic picture of a system.

5.1 Published evaluations of knowledge systems

We remark on three areas of evaluation case studies related to our work. The greatest body of
literature on adaptive knowledge system evaluation is perhaps in intelligent tutoring systems:
Greer and Mark [35] survey evaluation methods.

First, of the previous explorations around developing user-adaptive calendaring assistants
[6,16,49,50,55,56,61,66,70], few have involved actual user studies. Moreover, there are
distinct differences between these calendaring assistants that determine what evaluation is
appropriate. Brzozowski et al. [16] did conduct a user study evaluating scheduling with
the groupTime system versus scheduling through email (an A/B evaluation). They found
promising results for the usefulness of the tool but did not evaluate the usefulness of the
adaptive capability. Refanidis andAlexiadis [66] evaluated the SelfPlanner system through an
‘in-the-wild’ user study of usability, usefulness, and concept validation. The system blended
calendaring with to-do task planning but was not adaptive. Schaub et al. [69] evaluated the
PriCal ambient calendar display through a limited deployment studying social implications,
acceptance, and utility. None of these works evaluated the evaluation.

Second, an example of assistive agent technology, the Electric Elves project [19] was
taken live at the US government agency DARPA as ‘Travel Elves’ [2]. Like CALO, the
target population was knowledge workers. Travel Elves could, for instance, send faxes to
request modification of hotel reservations if a flight was delayed. The deployment was more
‘in-the-wild’ than PTIME-4 or -5, as the assistive agent system was deployed in an entirely
separate organization. As with CALO, significant engineering effort was required and a set
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of pragmatic issues had to be addressed, including communication security and privacy.
Although the ‘elf’ agents did not embody nearly as much adaptive capability as CALO, the
outcomes from the Travel Elves deployment are relevant to user-adaptive agents. Knoblock
[47] reports that after an initially smooth training of users and roll-out of the technology:
“agents would fail to execute their assigned tasks, information got delayed or was not sent
at all, and in some cases agents failed for no apparent reason”. After some initial use, the
evaluation experiment was terminated.

Third, a further perspective on the evaluation problem emerges outside the arena of pure
academic research. In the commercial arena, there is more often a practical question at the
heart of technology evaluation [33,38,68]: a point to which we return to at the end of this
article. To assess return on investment, management wants to know whether the value of
the personalized adaptive capability is measurable. Practical—and sometimes political—
questions concern whether the product will sell, and whether inclusion of (AI) technology
will increase customer satisfaction, user productivity, team collaboration, or product differ-
entiation.

Here, Microsoft’s ill-fated ‘Clippy’ has become a classic case study of the transition of
an (adaptive) knowledge system. The Microsoft Office Assistant arose from the research-
oriented Lumiere project [40]. Commercial time pressure and managerial decisions led to the
implementation of a highly restricted subset of the technology. The researchers noted their
concern over the lack of usability and user controllability of the resulting system [44]. In this
respect, the transitions arising from CALO were much more successful [Fig. 3 (right)].

6 Conclusion and lessons learned

This article contributed a case study in evaluation of a user-adaptive knowledge system. We
provided the first systematic account of an evaluation over the extent of the seminal and
groundbreaking CALO project. Evaluation of our knowledge system, PTIME, brought forth
particular managerial and technical challenges. These came from the nature of the system’s
personalized assistive task, and from the context of the impact on task performance from
learning being the success metric for the larger CALO project. We offer concluding remarks
and a set of project-independent take-home lessons in this section.

This article is written from the perspective of hindsight. Technologists such as themajority
of the authors are trained primarily to conduct such ‘in-the-lab’ evaluations. If we had been
able to evaluate the concept, the user experience, and the technology from the beginning of
the project, and if we had benefited throughout from best-practice guidelines on evaluation
from the start, then some of the problems encountered during the project likely could have
been anticipated or avoided. As Stumpf et al. [76] put it, “Meaningful interaction involves
both parties [system and users] inseparably: approaches must be viable and productive for
both the user and the system”. Indeed, this is one of the main lessons from our case study
of knowledge system evaluation: that technology researchers and project managers can be
insufficiently familiar with evaluation methodologies and best practice, and that evaluation
is too often included towards the end of a project rather than made an integral part of the
development cycle.

Issues that we encountered during the project—andwhich still arise today— include some
long-standing considerations in HCI and experimental design, such as the potential for the
think-aloud protocol to interfere with the task being measured, the use of artificial scenarios
versus realistic tasks, and the difficulty in defining successful completion of a task [21,52].
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Further, our experience with PTIME underlines how it is often difficult to separate out the
effects of specific technologies from the overall system performance. Moreover, as remarked
earlier, users themselves are often heavily influenced by interface issues, and often cannot
distinguish the interface from the performance of the underlying technology.

6.1 Critique and improvement in the PTIME evaluation

Overall, our evaluation efforts for PTIME had mixed success, and we find that the evaluation
methodology of CALO in general and PTIME in particular was exposed to flaws.We reiterate
that the focus of this article on evaluating the adequacy of the evaluation methodology and
drawing lessons from the case study, rather than on the ‘success’ of the evaluation or the
measured knowledge system itself.

First, the evaluations were arguably successful in gaining insight into PTIME (in the
form of Emma at the end of the project) regarding usability and perceived usefulness. They
were, however, less successful in assessing the learning ability of PTIME, for the reasons
discussed in Sect. 4. We can say that the results concerning learning were encouraging in the
timescale of adaptation but the evidence tentative. Limited results showing the effectiveness
(or otherwise) of a system’s learning impacts project planning for the development of a user-
adaptive system, since limited data make planning a system development roadmap more
difficult.

Second, decisions by the project sponsor significantly impacted the evaluation method-
ology. The decision to use an independent evaluator had obvious benefits but brought the
consequent problems with selecting and biasing Test questions and answers; the decision
over the particular evaluation metrics to be used and the somewhat arbitrary targets made the
CALO Test results difficult to interpret and skewed development plans towards the Test. If
the aim of the CALO-wide evaluation had been to evaluate the usefulness and usability of
the technology, the design of the Test would have been different. Third, the subjects in the
CALO Test were recruited without specific consideration on the requirements of evaluating
PTIME. Further, if CALO were developed in a commercial setting emphasizing usability,
subjects would have been new users (as was the case for the longitudinal study of Emma).
Related, fourth, the mandated decision to evaluate PTIME only as a part of CALO and at
specific points in time did not allow resources to be allocated for (also) conducting indepen-
dent evaluations throughout. Further, fifth, the initial managerial focus solely on learning to
the neglect of usability meant that the project little considered users and use cases . Use cases
were successfully developed for the latter technology transitions [12,28,65].

As discussed in Sect. 4.3, despite these problematic aspects, we hold that the experimental
methodology for PTIME reached towards the end of the project was appropriate. That section
outlined the main points of an ideal evaluation plan, which would have included experiments
designed to evaluate system usefulness from the start of the project. Each decision over the
evaluation methodology involved a complicated trade-off determining the focus of research
and the success criteria for the project, and often subject to CALO-wide factors outside of
our remit. These managerial considerations included the scope of the overarching project and
its research objectives, the evolution of the project objectives and requirements over time,
and the purpose, design, and conduct of CALO-wide evaluations.

As we noted, the years since the conclusion of the project have judged CALO to be a
success. Although the CALOTest methodology was imperfect, it did prove to the satisfaction
of the project sponsor that the system’s task performance increased as a result of machine
learning. Moreover, the project arguably attained its broader aim of stimulating research,
and—although primarily an academic research effort—from a product perspective, CALO
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led to multiple successful spin-out companies. In its domain of personal time management,
PTIME had similar success [6,11,67,70]

6.2 Specific lessons highlighted by this case study

Building then on prior analyses of evaluation of intelligent knowledge systems—such as
[23,29,37,55,73,76,77], even if these analyses are often of non-adaptive or non-personalized
systems—six recognized lessons stand out from this case study in the time management
domain. These take-home lessons are as relevant today as during the CALO project. We
elaborate on each in turn, in the light of the PTIME experience.

The contexts—of the use of technology, and of the competing interests of the stakeholders—
must be a primary focus in designing an evaluation strategy. Outside the arena of pure
academic research, the overarching question is usually whether a system is more or less
beneficial with the technology. There is often a practical question at the heart of the eval-
uation. Will the product sell? Will customer satisfaction be increased? Will the resulting
system reduce errors or increase user productivity? Can we measure the added value of per-
sonalized adaptation? Different stakeholders—users, researchers, technologists, companies,
funding agencies, the media—often care about different questions and hold different evalua-
tion criteria. Hence, in designing the evaluation of user-adaptive systems, it is paramount to
consider the contexts in which the technology is to be used, the perspectives and the relative
importance of the stakeholders, and, consequently, the questions the evaluation must answer
[34]. Is evaluation to quantify the contributions of academic research? To support a decision
to fund product development? To justify deployment? Further, for a user-adaptive system,
the way that the answers to these questions are delivered must come with an explanation
of what adaptivity means and of the challenges of assessing its impact on users. Whether
the primary concern is research or system development/deployment, an adequate evaluation
must consider context.

Evaluating one component based on an evaluation of a whole system can be misleading,
and vice versa. A layered evaluation of a user-adaptive system seeks to evaluate the system
as a whole, and then evaluate the adaptive part [14]. It can mislead to draw conclusions
about any one component (e.g., PTIME) based only on evaluation of the whole system (e.g.,
CALO), but also to evaluate the whole system (CALO) based only on the evaluation of each
component alone.

In our case study, the ambition of the annual CALO Test was for a holistic evaluation
of the integrated system, in regard to a single criteria of learning performance as a person-
alized office assistant. For the reasons discussed in Sect. 4, we conclude that the Test was
inadequate to evaluate the learning performance of PTIME as one component of the system.
For instance, the CALO interface inhibited the use of PTIME and prevented more data from
being collected, while the Test and its scoring process more than not failed to accurately
measure the performance of PTIME. The evaluation methodology we moved to in the later
years of the project was to separate PTIME from the overall system and create a dedicated
evaluation plan. This might not be possible for other systems, and regardless one must ask
whether it is meaningful to consider a component in isolation.

User-adaptive systems require distinct evaluation strategies, and these strategies must include
users.Researchers are trained to evaluate algorithms and technological approaches, primarily
to show that they improve performance in some way (e.g., increased predictive accuracy,
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precision/recall, efficiency). However, when the objective is to use technology to assist users
by adapting to their preferences, theoretical learning curves do not suffice. We evaluated
the PTIME preference learner on simulated data and verified its acquisition of scheduling
preferences; however, much more effort was needed to evaluate PTIME’s learning with user
data. In user-adaptive systems, users respond both to the assistance and to the adaptation; it is
moot to evaluate learning performance without thought to overall system usefulness [75,78],
focusing on realistic tasks in the context of the whole system.

In-the-wild evaluation is necessary when factors affecting user behaviour cannot be repli-
cated in a controlled environment. A key question that must be resolved early in the design
process is what points on the continuum—that stretches from algorithmical experiment to
evaluation ‘in-the-wild’ with real users—are most appropriate. With knowledge systems, it
can be tempting to think that a highly controlled study will suffice. Controlled evaluations
are easier to perform and often yield a greater amount of data in a shorter period of time.
However, our experience is that it is all too easy to miss critical, complex social and personal
factors surrounding the use of a personalized system. Indeed, these complex factors affecting
interactions between a user and other users or agents cannot always be successfully captured
in a controlled environment. For PTIME, we found that users behave differently when their
decisions do not impact their actual time commitments, requiring that our evaluation could not
be conducted wholly in the laboratory. As another example, the power relationships between
event initiator and invitees can be influential in the negotiation process, but such social factors
can be suspended or changed by a lab setting. In contrast, when the recommendation task is
separable from the learning task, or when training data can be effectively gathered offline,
meaningful, isolated evaluation of the adaptive capabilities can be conducted.

In-the-wild evaluation implies significant additional development and evaluation costs. To
prove return on investment, the costly realism of ‘in-the-wild’ evaluation is more compelling
than ‘in-the-lab’ evaluation, but conducting such an evaluation is significantly more demand-
ing. Besides care in the selection of the test subject population, attention must be given to
system usability, stability, training, and support. The costs of evaluation further increase for
a user-adaptive system because of the additional complexity in user and system behaviours.

Even large, well-funded projects such as CALO [58], RADAR [30], and Electric Elves
[19] have conducted evaluations that are arguably at best partially ‘in-the-wild’. As we
described, CALO relied on a dedicated critical learning period during which participants
conducted loosely scripted office activities with their CALO agents. RADAR devised an
artificial conference organization task within which to evaluate the system’s ability to help
users cope with email overload. Electric Elves was evaluated through actual use over several
months—but by its own researchers and with assessment only in terms of indirect metrics,
such as the reduction in the number of emails exchanged regarding meeting delays.

In PTIME, we saw how lack of robustness and poor usability can hinder data collection
even in a controlled setting. Therefore a strategy is needed to ensure that any system being
developed is (1) sufficiently robust to work reliably for the duration of the evaluation; (2)
usable and effective enough to be accepted by the subjects; and (3) integrated into the ecology
of their working environment.

Ease of adoption of the system by users will determine the success or failure of a deployed
evaluation strategy. Users who download a new app will as quickly discard it the first time
that they encounter serious bugs or encounter difficulty in accomplishing a task they expect
to be ‘easy’. Unless the assistance is sufficient (i.e., capable enough), adaptation is irrelevant.
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Hence, beyond the maturity and usability of a system, another barrier to adoption may be
the paradigm shift implied by new capabilities; barriers may be as much social as technical
[4]. A strategy to help avoid this problem is to augment an existing system instead of build-
ing an entire replacement. However, augmenting existing systems has challenges, including
adequate access to their internals, project constraints, engineering effort, and the suitability
of the interaction paradigm. As discussed earlier, PTIME was initially implemented as an
add-on to Microsoft Outlook, but project, integration, and evaluation constraints required a
PTIME-specific interface to be built.

When building new systems, consideration must be given to users’ current work practices
and interoperability with current systems and platforms, since change to familiar mission-
critical systems can be costly and difficult. We found that even motivated volunteers who
disliked their current systems found it hard to remember to use PTIME regularly. Even though
a majority of users agreed that scheduling using desiderata constraints is preferable to manu-
ally finding times that work for all participants, it was difficult to break the established social
practice of sending an email or poll requesting available times as the first step to schedul-
ing. Whether the intent is for shorter-term evaluation or long-term use, ensuring adoption
requires the value of change to be demonstrated to stakeholders. Whereas technology—or
data-gathering—push is readily felt, user pull can be elusive.

6.3 Final remarks

In conclusion, our experience with evaluation was interwoven with obstacles caused by the
user-adaptive nature of the knowledge system being developed, the dynamic nature of the
application domain, and the project requirements. Analysing these challenges brought insight
not only into the PTIME system as a case study, but also underscored lessons for evaluation
of user-adaptive systems more broadly.

Although we chose to evaluate finally the described technology within a stand-alone
system, delivery of new technology either embedded within or augmenting existing systems
can provide a baseline for evaluation that offers advantages over evaluating a new system.
Either way, we conclude that thorough evaluation of an adaptive knowledge system should
be multi-faceted and assess—as applicable—the system in terms of usability, usefulness,
acceptance, trust, and adaptiveness. Adopting appropriate techniques , the evaluation should
be contextualized within the broad problem or research question at hand. We believe that the
success of spin-outs from the CALO project has been partly because of these lessons learned
for development and evaluation as reported here.
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Appendix 1: CALO Test scoring method

The annual CALO Test proceeded as follows, for project Years 2–4 (Sects. 4.1, 4.2).

Methods. The CALO Test process consisted of five parts, as follows for PTIME.

1. The independent evaluator (IE) defined a set of parameterized questions (PQs). These
templates were made known to the PTIME team, who worked to develop the system’s
capabilities towards them. There were some 60 PQs relevant to time management. For
example:

Rank the following times in terms of their suitability for [MEETING-ID], given the
schedules and locations of anticipated participants.

Each PQ was supplemented by an agreed interpretation (i.e., what the PQ means) and an
ablation process (i.e., how to remove any learning in LCALO, to yield BCALO), both
approved by the IE.

2. Data was collected during the week-long critical learning period (CLP).
3. The IE selected a subset of the PQs for evaluation. In Year 2, nine PTIME-relevant PQs

were selected. In Year 3, two additional questions were selected.
4. The IE instantiated each PQwith three instantiations relevant to the data set. For example,

one instantiation of the above PQ is:

Rank the following times in terms of their suitability for MTG-CALO-0133, given the
schedules and locations of anticipated participants: (1) 7am, (2) 10am, (3) 10:30am, (4)
3pm, (5) 8pm.

5. The IE scored LCALO and BCALO on each such instantiated question (IQ) instance
and produced the overall results. First, the IE determined the ‘gold-standard’ answer for
each IQ. For each PQ, the process for determining the answer key was documented prior
to the Test. For example, for the above PQ:

Since this PQ is not asked from a single user’s perspective but from a global perspective
(what is best considering all invitees), the Test evaluators will select an arbitrator who
will be given access to all calendars and user preferences. The arbitrator may also ask
any user for any information that may help the arbitrator identify the best answer. For
example, the arbitrator may ask how important the meeting is to a user. The arbitrator
will come up with the correct answer.

While some PTIME IQs had objective answers, others (such as the above) had subjective
answers. The IE followed the answer determination process to derive the answer key for
each IQ. If necessary, the IE elicited information from the CLP participants, and if further
warranted, made subjective final decisions. Second, the IE scored LCALO and BCALO
against the answer for each IQ. Scores were between 0 (worst) and 4 (best). Again, for
each PQ the process for determining the score was documented prior to the Test. For our
example PQ, the process was to compare the ordered list generated by PTIME with the
ordered list of the answer key by (quoting verbatim):

Kendall rank correlation coefficient (also called Kendall Tau) with a shifted and scaled
value: Kendall Tau generates numbers between−1.0 and 1.0 that indicate the correlation
between two different rankings of the same items. 1.0 indicates the rankings are identical.
−1.0 indicates that they are the reverse of each other. Kendall Tau accommodates ties in
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the ranking. To get values that range from 0 to 4 (rather than −1.0 to 1.0), we use the
following adjustment: Score = ( Kendall Tau +1 ) × 2

This scoring process was encoded programmatically so that scores could be computed
automatically for LCALO and BCALO.

Tasks. Participants used CALO as part of their regular work activities during the period of the
CLP. The participants pursued realistic tasks, in a semi-artificial scenario, i.e., in a dedicated
physical location rather than their usualworkplaces (Lessons 3 and 4). Participantswere given
guidance about activities to try to include in their work, for instance, to schedule and attend
a certain number of meetings; the independent evaluator approved the guidance. Participants
were informed that the CALO system was being evaluated (and not their work) and that they
might encounter bugs in the system, due to it being in on-going development.

Appendix 2: Specific critique of the CALO Test

Further to the discussion of Sect. 4.1—the CALO Test aimed for objectivity, as far as could
be attained, in providing a quantitative measure of the effects of learning on CALO’s perfor-
mance. However, the nature of the scoring process of the CALO Test introduced unintended
artefacts.

First, instantiated questions (IQs) were instantiated (from the parameterized questions
(PQs)) with a range of ‘difficulty’, determined by what the Independent Evaluator (IE) con-
sidered easy/difficult for a human office assistant. What is easy or difficult for an intelligent
assistant can differ from what is easy or difficult for a human.

Second, as described in “Appendix 1”, some IQs had subjective ‘gold-standard’ answers
that required ex-post (i.e., after the activity) elicitation from subjects by the IE, and a partially
subjective human decision on the answer key. More generally, a difficulty in evaluation is in
defining successful completion of a task. It is worth noting how the PQs were defined by the
IE to scope the information required to determine the answer key. For instance, it was not
necessary to determine whether users had chosen the best schedules for their requirements
out of all possible schedules, but only from the multiple choices of the IQ answers.

Third, for PQs asked as a multi-choice question, a chance effect could unintentionally
favour BCALO. For example, consider a multiple choice PQ with two possible answers, A
or B, and its three instantiations to IQs. Suppose BCALO has a naive strategy of always
returning answer A. There is a 3

8 probability that for two of the three instantiations, A is
the correct answer. In this case, BCALO scores 67% (2.67/4.0), which is higher than the
LCALO target for the question!

Fourth, the scoring process for some PQs created artefacts. For example, consider the PQ
of “Appendix 1”, which was scored using a shifted Kendall rank correlation coefficient. If
CALO’s answer showed no correlation with the correct answer, it still gets 2 out of 4 points;
thus BCALO scored at least 2. Only failing to pick some answer from the given list of choices
would score 0 points.

Fifth—a point which we recognized with PTIME, when for instance memory usage of
other components slowed CALO’s responsiveness—even though the Test was intended to
measure CALO’s learning ability, it could not do so unless the other parts required by the Test
process were in good working order, so that learning data could be collected for LCALO.
Architecture, documentation, pretesting, debugging, usability, and user behaviourwere there-
fore all important to scoring well, as much as learning algorithms (Lesson 6).
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As a rule, it is difficult in any evaluation to eliminate effects such as selection bias,
experimenter bias, learning effects, and theHawthorne effect—although proper experimental
design can minimize them or at least make their effects measurable. The CALO Test was in
part deliberately not structured and conducted to eliminate such effects asmuch as it otherwise
might have been, since the CLP was more a data-gathering exercise on the system than a
regular user study. For example, whether it was impactful or not upon the data collected,
there was selection bias from using subjects from our own institution (which was required
for legal reasons). The Test was overseen by the IE, and monitors from the project sponsor
were present. Both were satisfied by the validity of the Test results.
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