
Detection of Protrusions in Curved Folded
Surfaces Applied to Automated Polyp Detection

in CT Colonography

Cees van Wijk1, Vincent F. van Ravesteijn1,2, Frank M. Vos1,3, Roel Truyen2,
Ayso H. de Vries3, Jaap Stoker3, and Lucas J. van Vliet1

1 Quantitative Imaging Group, Delft University of Technology, The Netherlands
2 Philips Medical Systems, Best, The Netherlands

3 Department of Radiology, Academic Medical Center, Amsterdam, The Netherlands

Abstract. Over the past years many computer aided diagnosis (CAD)
schemes have been presented for the detection of colonic polyps in CT
Colonography. The vast majority of these methods (implicitly) model
polyps as approximately spherical protrusions. Polyp shape and size
varies greatly, however and is often far from spherical. We propose a
shape and size invariant method to detect suspicious regions. The method
works by locally deforming the colon surface until the second principal
curvature is smaller than or equal to zero. The amount of deformation
is a quantitative measure of the ’protrudeness’. The deformation field
allows for the computation of various additional features to be used in
supervised pattern recognition. It is shown how only a few features are
needed to achieve 95% sensitivity at 10 false positives (FP) per dataset
for polyps larger than 6 mm.

1 Introduction

CT colonography is a modern, noninvasive method to inspect the large bowel. It
enables to screen for colorectal polyps by way of images rendered from an endo-
luminal perspective. Polyps are well-known precursors to colon cancer. Unfortu-
nately, current colonographic visualization techniques are still rather time con-
suming. More important, large polyps are sometimes missed. Therefore, meth-
ods have been proposed to support the inspection by way of computer aided
diagnosis (CAD). A large number of such schemes are proposed in the literature
[1,2,10,8,4]. Like most CAD systems, automated polyp detection usually consists
of three basic steps: (1) segmentation of the colon wall; (2) candidate generation
and (3) supervised pattern recognition.

To find candidate locations on the colon, Summers et al. [8,7] propose to use
methods from differential geometry. In [7] a triangle mesh is extracted from 3D
CT data after which principal curvatures were computed by fitting a 4th order
b-spline to local neighborhoods with a 5 mm radius. Candidates were generated
by selecting regions with a positive1 mean curvature. Yoshida et al. [11,4] use
1 Throughout this paper we assume that the surface normal is pointing into the colon.
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the shape index and curvedness to find candidate objects on the colon wall.
Alternatively, Kiss et al. [3] generate candidates by searching for convex regions
on the colon wall. Their method fits a sphere to the surface normal field.

Simply selecting regions on the colon that protrude inwards yield too many
candidates. Therefore, thresholds on mean curvature, principal curvatures, sp-
hericity ratio and/or shape index are used as restrictive criteria. Unfortunately,
their values are sensitive to e.g. the CT image noise level and the size of the
local neighborhood used to compute them. Generally, the thresholds are set
conservative in order not to harm the sensitivity.

All of the above CAD schemes are based on the modelling of an approximately
spherical polypoid shape, although, many polyps are often far from symmetric,
let alone spherical. Therefore, the candidate generation step of these schemes
is characterized by low specificity and much effort is needed to improve speci-
ficity while preserving a high sensitivity. The problems associated with modelling
polyps as spherical protrusions are presented in figure 1. It shows the (κ1, κ2)-
space. The horizontal axis shows the first principal curvature, κ1. The vertical
axis shows the second principal curvature, κ2. All convex points on the colon lie
inside the region given by κ2 > 0 and κ1 ≥ κ2. Points on perfectly spherical pro-
trusions lie on the line κ1 = κ2 (SI = 1). On the other hand, perfect cylindrical
folds lie on the line κ2 = 0 (SI = 0.75).

Objects with a larger radius yield smaller principal curvature values and
therefore show up closer to the origin. Additionally larger polyps tend to be
more asymmetric and therefore more fold-like when described by the shape in-
dex. Both large and small polyps are found close to the borders defined by the
thresholds on SI and CV as indicated in figure 1. As a consequence the criteria
used to limit the number of candidate detections are at least as stringent for the
larger polyps as for the smaller ones. Notice that this behaviour is in conflict
with clinical decision making, which dictates that large polyps are more impor-
tant than smaller ones, since the former have a larger probability to develop into
colon cancer.
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Fig. 1. Left: the four thick lines enclose a region in the (κ1, κ2)-space. The curved
lines represent thresholds on the curvedness, while the straight lines enclose the region
given by 0.9 < SI ≤ 1. The center image shows the κ1 and κ2 values as measured
on candidate objects. (See results section) The light grey objects are false positives.
The circles are TP that have a largest shape index of at least 0.9. The black squares
represent TP as well but have a largest shape index smaller than 0.9. The right image
shows a typical polyp shape.
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In this paper, we introduce a method to estimate the physiological, back-
ground shape of the colon wall. Polyp candidates are detected as a local devia-
tion from the background. Our method locally flattens/deforms the colon wall in
order to ’remove’ the protrusions. The amount of displacement needed for this
deformation is used as a measure of ’protrudness’. Regions where this measure
has a high value are considered as candidate polyps.

2 Methods

A typical polypoid shape is shown in Figure 1(right). Suppose that the points
on convex parts of the polyp (the polyp head) are iteratively moved inwards.
In effect this will ’flatten’ the object. At a certain amount of deformation the
surface flattening is such that the complete protrusion is removed. That is, the
surface looks like as if the object was never there. This is the key concept on
which the method is based.

A more formal presentation follows from the description of the surface shape
using the principal curvatures. Protrusions are defined as those regions on the
surface where the second principal curvature is larger than zero (This implies of
course that the first and largest principal curvature is larger than zero as well).

The method then deforms the surface until the second principal curvature is
smaller or equal to zero. Clearly, this will only affect structures that are curved
in two directions like polyps and will not deform curved structures like folds.
Folds typically bend in one direction only and have a first principal curvature
larger than zero and a second principal curvature around zero.

One might argue that this will lead to many more candidates than obtained by
thresholding e.g. the shape index. This is inarguably true. We will show, however,
that the proposed method does not require any thresholds other than κ2 >
0. Moreover, the deformation method described below leads to a quantitative
measure of the polyp protrudness and therefore permits ordering of the generated
candidate objects in a way intuitive to the radiologist. In effect this will lead to
much less candidates.

2.1 Surface Evolution

The method employs surface evolution on triangle meshes [6]. The triangle mesh
is generated by the marching cubes algorithm applied to the 3D CT data using a
threshold of -750 Hu. A typical mesh size consists of around 106 vertices. In [6] a
method was presented to rapidly remove rough features (noise) from irregularly
triangulated data. It was based on the diffusion equation:

∂Xi

∂t
= λL(Xi), with L(Xi) = (

1
N1

∑

j∈1ring

Xj) − Xi (1)

where L(Xi) is a discrete (1-ring) estimate of the Laplacian at vertex i. X are
the positions of the mesh points, N1 is the number of vertices in the 1-ring
neighborhood of vertex Xi and λ is the diffusion coefficient. The solution at
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time t was found using a backward Euler method which translated the problem
into a matrix-vector equation

(I − λdtL) X̄t+1 = X̄t (2)

The matrix M = I−λdtL is sparse and its structure is given by the mesh one-ring
relations, X̄ is a vector containing all mesh points and I is the identity matrix.
This system can be solved efficiently using the bi-conjugate gradient method.

In [6] the diffusion was applied to all mesh points. A well known effect of
prolonged diffusion on the complete mesh is global mesh shrinking and in [6]
a solution was proposed by compensating for the reduction of the mesh vol-
ume. We, however, apply the diffusion only to a limited number of mesh points,
namely the points where κ2 > 0. The majority of points have negative or zero sec-
ond principal curvature and remain at their original position. They provide the
boundary conditions for the other points. Therefore, in contrast to the method
suggested in [6] global shrinking is not an issue and we can search for the steady
state solution of the diffusion equation:

∂Xi

∂t
= L(Xi) = 0 (3)

The discrete Laplacian estimates the new position of vertex Xi by a linear com-
bination of its 1-ring neighbors, Xj . Rewriting equation 3 then yields a matrix-
vector equation:

(
1

N1

∑

j∈1ring i

Xj) − Xi = MX̄ = 0 (4)

Fortunately, M is sparse and its structure is given by the 1-ring mesh rela-
tions. The number of non-zero elements on each row equals the number of 1-ring
member vertices. Like the backward Euler formulation this equation can also be
solved efficiently using the bi-conjugate gradient method.

It is well known that the solution to the Laplace equation minimizes the
membrane energy subject to the imposed boundary conditions. However, our
objective is not to minimize the mean curvature, but to minimize the second
principal curvature. Therefore, we extend the above equation by introducing a
’force’ term. The resulting equation is a Poisson equation:

L(X̄) = F̄ (κ2) (5)

This equation reads as follows: the new positions of the mesh points are found by
initially moving each mesh vertex to a position as prescribed by the Laplacian
operator. Subsequently, the term on the right hand side ’pushes back’ the point
such that the resulting second principal curvature is zero. The force term F̄ is
designed to depend on κ2. The ’force field’ F̄ initially balances the displacement
prescribed by the Laplacian and is updated after solving equation 5. In other
words we solve (5) iteratively:

F̄ t+1 = F̄ t − κt
2
A1ring

2π
n̄ with F̄ t=0 = L(X̄) (6)
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where A1ring is the surface area of the 1-ring neighborhood and n̄ is the vertex
normal. The last term can be interpreted as a correction term. Note that if
κ2 is positive

∥∥F̄
∥∥ should be relaxed. On the other hand, the magnitude of

the reduction term additionally depends on the sampling density of the mesh.
If the sampling is dense and A1−ring small the magnitude of the correction
term should be small. Since κ2 equals the reciprocal of the radius of the surface
tangent circle (R = 1

κ2
) in κ2-direction, the term 2π

κ2
2

is half of the area of the
fitting sphere. Therefore, the displacement R needed to remove the curvature
in second principal direction is normalized by the ratio of these two areas. The
estimated displacement is given by:

dest = R
A1ring

2π/κ2
2

= κ2
A1ring

2π
(7)

The resulting displacement of the mesh points yields a deformed mesh which is
an estimate of how the colon wall looks like in the absence of protrusions. The
amount of displacement of each mesh point (e.g. in millimeters) is a quantitative
measure of the ’protrudness’. Candidate objects are generated by applying a
threshold on the displacement field.

3 Results

Automatic polyp detection was executed in three steps: (1) segmentation of the
colon wall via the marching cubes algorithm; (2) candidate generation using
protrudness; (3) supervised pattern recognition involving a linear classifier and
only a few features.

3.1 Experimental Data

Clinical data of 249 consecutive patients at increased risk for colorectal cancer
were included in a previous study [9]. These patients underwent CT colonogaphy
before colonoscopy, which served as the gold standard. All patients were scanned
in both prone and supine position. The size of a polyp was identified during CT
colonography as well as colonoscopy (see figure 3(left)). 13 patients were selected
that contain 1/3 of the polyps larger than 5 mm from the complete study. This
yielded 64 polyps larger than 5 mm. 34 of 64 polyps could be identified in both
the prone and the supine CT scan and 30 were identified on either scan but not
on the other. Consequently, there were 98 example objects in total. 42 polyps are
smaller than 5 mm and are considered as clinically unimportant. 28 polyps are in
the range [5,6]mm, 63 are in the range (6,10]mm and 32 are larger than 10mm.

3.2 Candidate Generation

Typical results are given in figure 2. The top row shows three renderings of the
colon wall surface. In the left picture an isosurface volume rendering of a 7 mm
large polyp is shown. The polyp is situated on a folded colon structure. The
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Fig. 2. Top row: example of candidate segmentation. Bottom row: Left: example of
coherent segmentation of irregular objects.

middle picture shows the deformed mesh (visualized by a mesh rendering). The
protrusion is ’removed’, demonstrating how the colon may have looked like in
the absence of the polyp. The right image shows the original mesh with the seg-
mentation obtained by thresholding the protrusion measure at a value of 0.1mm

The bottom row shows an example of more coherent segmentations as ob-
tained with the proposed method. The left picture shows an isosurface volume
rendering. In the center of the picture a large (14mm) non-spherical polyp is
situated between two folds. The middle picture shows the segmentation as ob-
tained by hysteresis thresholding the shape index using values 0.8 and 0.9 and
curvedness values in the range: 0.05<CV<0.25. The same thresholds were used
in [11] to generate candidate objects. The shape index and curvedness were com-
puted by fitting a 2nd order polynomial to the mesh using a local neighborhood
with 5mm radius.

Due to the irregularity of the protrusion several segments of the polyp have
been found. The right picture shows the segmentation as a result of thresholding
the protrusion measure (value 0.1mm). A more coherent segmentation has been
obtained.

Our method applied to the 13 patients yielded 1578 candidate objects (includ-
ing the true positives), which is ±60 per dataset. A total of 3 polyps (between
5mm and 6mm) were missed in the candidate generation step. In contrast, if a
threshold of 0.9 on the shape index was used to segmented candidates a total of
16 polyps would have been missed. (See figure 1 (middle)). From the segmented
candidates the vertex with largest shape index value was found. For this vertex
the κ1 and κ2 values are plotted in figure 1 (middle). This plot does not include
the 3 missed polyps.

3.3 CAD Performance

The candidate generation step was used as an input to supervised pattern recog-
nition. In figure 3 we show ROC curves based on a linear classifier applied to
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Fig. 3. Left two: Polyp size distribution (left) and ROC curve for the supervised pat-
tern recognition based on protrusion plus three additional features (right). Right two:
Histogram of the number of false positives per patient presented to an expert before a
true positive polyp is found (ordering by the posterior probabilities).

four features: the maximum protrusion found on a candidate object; the size
of the object measured as proposed in [5]; volume, obtained from the enclosed
volume between the original mesh and the deformed mesh and the percentage
of SI values for the vertices on the segmented surface patch, that is within the
range of 0.65 < SI < 0.85. The latter value is expected to attain high values on
folded structures.

Three lines in figure 3 (b) show the performance of the system for different
size classes. The data was generated in a leave-one-patient out manner. The large
polyps (>10mm) are found with 100% sensitivity at a FP rate of 13 per dataset
and 90% sensitivity at 2 FP per dataset. The ROC for polyps larger than 6 mm
(including those larger than 10mm) show that 80% sensitivity is obtained at the
cost of 4 FP per dataset. A 95% sensitivity is obtained at the cost of 10 FP per
dataset. The results for polyps larger than 5mm are similar to the results for
polyps larger than 6mm. However, 100% sensitivity is not reached. This is due
to the fact that in the candidate generation step 3 polyps between 5mm and
6mm have been missed.

The right two plots in figure 3 demonstrate that the specificity of the CAD
system is even higher if the sole purpose of the system is for diagnostic purposes
only, namely to decide whether a patient has or has not any polyps. The 3rd plot
shows how many false positives have been assigned a higher posterior probability
than the first large polyp (>=10mm). It follows that for 7 out of 13 patients the
first object is a polyp. For one patient three false positives have a higher posterior
probability than the first polyp. Note that the total number of patients is 11 (and
not 13). This is due to the fact that 2 patients did not have polyps larger than
10mm. The right plot shows the number of false positives with a higher posterior
probability than any of the polyps larger than 6mm (including those larger than
10mm). Note that including the smaller polyps improves the results. Apparently
some of the small polyps are assigned a higher posterior probability than the
large ones.

4 Conclusions

We have presented a method to detect protruding objects on curved surfaces.
It was used to generate candidate objects for automated polyp detection. The
method works by locally flattening the colon wall in order to ‘remove’
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protrusions. Actually, the colon surface is deformed until the second principal
curvature is smaller than or equal to zero. Therefore, only those structures are af-
fected that are curved in two directions, like polyps. Folds remain unaltered. The
amount of displacement needed for flattening/deformation is used as a measure
of ’protrudness’ of the object.

A threshold on the deformation field is the only parameter needed for can-
didate generation. This is a clear advantage over methods that involve many
restriction criteria. Another advantage is that the deformation field immediately
allows for the computation of additional features such as the object’s volume.

We have shown that a simple linear classifier involving only four features
already yields 95% sensitivity at the cost of about 10 FP per dataset. Clearly,
the algorithm must be extensively tested. We do realize an investigation on more
data involving complexer classifiers is needed to be conclusive on the overall
improvement of polyp detection. However, the current results give an indication
that the protrusion measure may enhance polyp detection schemes.
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