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Abstract—Diffusion Tensor MRI (DTI) is a rather recent image
acquisition modality that can help identify disease processes in
nerve bundles in the brain. Due to the large and complex nature
of such data, its analysis requires new and sophisticated pipelines
that are more efficiently executed within a grid environment. We
present our progress over the past four years in the development
and porting of the DTI analysis pipeline to grids. Starting
with simple jobs submitted from the command-line, we moved
towards a workflow-based implementation and finally into a web
service that can be accessed via web browsers by end-users.
The analysis algorithms evolved from basic to state-of-the-art,
currently enabling the automatic calculation of a population-
specific “atlas” where even complex brain regions are described
in an anatomically correct way. Performance statistics show a
clear improvement over the years, representing a mutual benefit
from both a technology push and application pull.

I. INTRODUCTION

Over the past decades, increasing insight has been gained
in the structure and function of the human brain, as well
as in brain diseases. Non-invasive imaging techniques such
as Magnetic Resonance Imaging (MRI) contribute to this
progress. An MR imaging modality called Diffusion Tensor
MRI (DTI) is particularly sensitive to subtle changes in the
structure of nerve bundles. By adopting this modality markers
for diseases such as Multiple Sclerosis, schizophrenia, and
Alzheimer’s disease can be more accurately characterized.

Grid computing emerged around a decade ago as a promis-
ing approach to perform research with virtual organizations
spread over multiple institutions on shared resources [6].
Several projects around the globe have attempted since that
time to implement this vision in existing and novel research
environments. The Virtual Laboratory for e-Science (VL-e)
Project (http://www.vl-e.nl) is such a project that tried to build
a grid-enabled infrastructure for research in The Netherlands.
A Proof of Concept environment was built, in which col-
laborating researchers from various disciplines, among them
medical image analysis, could perform their experiments.

In this paper we present our progress in analyzing DTI
datasets gathered in clinical studies on the grid over the past
four years. Both the application and technology sides show an
increase in complexity, resulting today in a workflow-based
service that can be accessed by end-users from the web for
estimating a ‘study-specific atlas’ for large datasets.

The paper is organized as follows. We introduce the DTI
pipeline (Section II) and discuss its implementation on the

grid (Section III). Then we present performance statistics, user
experiences and clinical results (Section IV). Conclusions are
finally drawn in Section V.

II. THE DIFFUSION TENSOR MRI ANALYSIS PIPELINE

Magnetic Resonance Imaging (MRI) is a non-invasive imag-
ing method measuring the human body at a high magnetic field
strength of 3 Tesla. Diffusion Tensor MRI (DTI) is a specific
MR-modality enabling the identification of the orientation of
human tissue. This is particularly beneficial in the brain, which
is highly organized by nerve bundles, connecting different
brain regions to one another and to other body parts such
as the muscular system. Nerve bundles are built up by axons
surrounded by water. The diffusion of water in a nerve bundle
is anisotropic, i.e., it is higher along the direction parallel to the
axons, and lower along the perpendicular direction. In brain
fluid, the diffusion is isotropic, i.e. equal in all directions. DTI
measures this diffusion profile in 3D by acquiring commonly
30 to 60 3D volumes of data, each measuring water diffusion
in a specific orientation. A model is then fit to each voxel (vol-
umetric image element) to reconstruct the so called “diffusion
tensor” (a 3x3 symmetric matrix). This may be interpreted
as an ellipsoid that is aligned with the tissue and shaped
according to the diffusion profile [22]. In voxels where bundles
are crossing, two tensors need to be fit to the data [18].

To facilitate the analysis, tensor-derived measures are com-
puted from the DTI data and visualized using color maps.
Examples are the Fractional Anisotropy (FA), between 0 and
1, which describes the degree of anisotropy [1], and the Mean
Diffusivity (MD), which quantifies the average size of the
tensor and describes the amount of diffusivity. Fiber tracking
is the discipline of reconstructing the global nerve bundle
trajectories from the measured tensors per voxel. Starting from
a seed point, a streamline is generated by integrating along the
principal directions of the tensors. Tracking is terminated if
the curvature exceeds, or if the FA drops below, a threshold.
Multiple seeds and filtering operators (AND/OR/NOT) can
also be used to enable the researcher to isolate specific nerve
bundles.

DTI is frequently used in comparative studies of brain
diseases that are thought to cause local damage to brain tissue,
possibly only in specific nerve bundles related to a given brain
function. For example, Amyotrophic Lateral Sclerosis (ALS)



particularly affects the nerve bundle related to muscular func-
tionality, resulting in a reduced motion ability and eventually
heart failure. At the micro scale axonal damage occurs, which
in part affects the shape of the diffusion profile, such that the
FA decreases and the MD may increase. Although DTI can
capture subtle changes in tissue composition, differences may
not be apparent in an individual brain. Hence, studies of such
disease markers are based on groups of patients and “healthy”
controls matched on age and education level.

The analysis of DTI data in such a clinical study includes
various steps described below (see Figure 1). The volume
of computation is proportional to the number of subjects (or
scans m) and image size (n). Common values are m = 50
to 100 subjects, and images of 128 × 128 voxels with 64
slices, of which n ∼ 106 voxels reside inside the brain. Since
many computations are independent and can potentially be
performed in parallel for each subject, voxel or slice, below
we indicate roughly the order (O) of parallelism that could be
exploited in each step.

1) Data acquisition: DTI-data of the subjects is acquired
on a 3T MRI scanner, involving the measurement of 30 to 60
Diffusion Weighted volumes. Acquisition may be distributed
over multiple scanners or hospitals in large studies.

2) Preprocessing: Preprocessing steps include correction
of motion artifacts, noise filtering, and computation of tensor
fields, FA and MD measures. These steps can be performed
independently for each scan (O (m)).

3) Coregistration: Spatial correspondence between individ-
uals is obtained by aligning them to each other (coregistration).
This corrects for different subject positioning in the scan-
ner, varying head sizes and subtle changes in nerve bundle
morphometry. In a naive implementation, all volumes are
directly coregistered to an existing average brain, such as the
ICBM-81 FA atlas [13] (O (m)). In a more accurate approach,
coregistration is performed by estimating the deformations
between all pairs of subjects in the study. Each pair of scans
can be registered independently (O

(
m2

)
).

4) Atlas estimation: When an “atlas” is constructed specif-
ically for the given study, the deformation fields computed by
the registration step need to be averaged for all subjects to
define a new common space [20]. Using the average defor-
mations, all subjects are transformed (warped) to the common
space. The warping operation can be performed independently
for each subject (O (m)).

A single average tensor field is computed, which can then
be used for further analysis. This so called atlas is specific
for this group of subjects, as it is estimated from the given
data. By using all subjects’ data, instead of data available for
each subject individually, better SNR (signal-to-noise ratio) is
obtained, allowing for fitting a two tensor model (describing
fiber crossings), even if the data of individual subjects has poor
quality [2]. This operation can be performed independently per
voxel - or per slice, for a more reasonable granularity (O (n)).

5) Statistics and pattern recognition: Statistics calculated
for the group may then indicate if on average the FA or MD
is significantly different for the subjects with brain disease
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Figure 1. Overview of the pipeline for a clinical study, indicating the potential
order of parallelism to be achieved (O, see text) and the corresponding grid
implementations (see section III).

respectively to the controls. This analysis is classically done
individually per voxel. Since the brain is a complex, highly
inter-connected organ, we previously proposed a pattern recog-
nition framework to jointly analyze all brain voxels [3]. The
algorithm involves a sweep of p parameter values and a cross-
validation of i iterations to optimize between variance in the
data and noise. The calculations can be done in parallel for
each parameter combination and iteration (O (p× i)).

6) Reported differences: The findings of the statistical anal-
ysis are discussed with clinicians and other medical experts
for interpretation in light of the disease. For example, to
investigate whether the brain locations highlighted by the
statistical analysis relate to known brain function. This requires
presentation of results visually on the anatomical scan.

III. GRID IMPLEMENTATION

DTI analysis is an interesting use case to be deployed
within a grid environment because significant amounts of
CPU time and storage may be needed to process an entire
clinical study. The algorithms implementing the pipeline steps
were developed in Matlab (Mathworks), which allows for
rapid prototyping and efficient computation on large matrices.
Matlab is a commercial product, and costs about $1,000 per
installation, which represented a challenge for us with respect
to parallellization in the early days of the project. Open source
Matlab-like environments do not provide the researchers with
required functionality. Moreover, although the computing steps
are depicted sequentially in Figure 1, in practice they are not
trivially connected. This is mainly due to the different dimen-
sions along which the data is split into parallel operations,
as described in Section II. Also, independently developed
algorithms follow their own conventions (e.g., all inputs into
one tar archive), such that data conversion steps need to be
introduced when connecting them.

Below we describe our various attempts to port the DTI
analysis to the grid in chronological order. The initial experi-
ments focused on the pattern recognition component, because
this was the most time-consuming pipeline step at the time.
The same experiment was implemented on local resources,
on the Dutch grid and on a campus grid. Later we ported
the coregistration component to the grid, and more recently



Figure 2. Coregistration workflow and VBrowser user interface for workflow
submission and data management.

the complete atlas construction workflow. At this point, the
preprocessing has not been gridified yet.

A. Command-line jobs on a cluster

The first experiment (2006) aimed at performing the param-
eter sweep for pattern recognition. The goal was to acquire
expertise in using the Dutch grid using the command-line
interface. We were granted access to a single 72-node cluster,
in which Matlab was installed with sufficient licenses.

We adopted conventional gLite command line utilities to
run the parameter sweep. An in-house toolkit of shell scripts
took care of data and software staging on the worker node,
wrapping the Matlab programs into gLite jobs, and allowing
the user to submit the entire range of the parameter sweep
at once. General cluster monitoring tools provided statistics
(see Figure 4). After all jobs completed, the results could be
retrieved using the toolkit. Failed jobs needed to be manually
identified and resubmitted by the user. Such failures occurred
in early days due to unstable cluster installations or unavail-
ability of resources. When all computations were finished, the
results were locally merged and further interpreted.

B. Condor pool of desktop machines

The same experiment was repeated in 2007 on a campus-
grid of volunteer resources at the Cardiff University - see
more details in [4]. A 2,500 node Windows Condor pool was
potentially available, but without Matlab licenses. The Matlab
code was compiled, and the Matlab Component Runtime
(MCR) library was installed on 400 nodes. Heterogeneous
sources of errors, as well as the dynamic (un)availability of
resources, made the use of this pool challenging. We adopted
a service-based approach that autonomously submitted jobs to
available resources. We investigated the performance statistics
for varying numbers of available resources at the start of the
experiment.

C. MOTEUR workflows on the Dutch Grid

Later (2008) we ported the coregistration step to the grid
using the Virtual Lab for Medical Images [17] developed in
the VL-e project. It includes a service to execute workflows
on the grid using the MOTEUR engine [8]. The Virtual
Resource Browser (VBrowser) serves as front-end, allowing
for data management, workflow submission, monitoring and
result retrieval [15]. Legacy applications implementing the
workflow components (in this case the Matlab code) are
automatically wrapped by MOTEUR to execute as jobs on
the grid.

The coregistration experiment was described using the
SCUFL language of the Taverna workbench [14]. The cross-
product operator was used to generate an all-vs-all combi-
nation of the subjects. All data (input images and output
transformation matrices) are stored on grid resources and
interactively manipulated by the user. The Matlab program
implementing coregistration was adapted to accept all inputs
and outputs as command-line options and to perform extra
error detection and logging. To simplify data management,
the images are preconverted to Matlab-friendly format and
combined into one archive per subject in a pre-processing step
performed on the local workstation.

This platform provided a comfortable abstraction layer that
enables the end-user to autonomously run large coregistration
experiments on the grid (such as in [21])

D. Web-based service with nested fault-tolerant workflows

Now that the coregistration could be successfully exe-
cuted, atlas construction became possible for larger groups.
We foresee that such population-specific atlases will become
tomorrow’s routine in clinical studies, and that studies will
become larger, requiring more computational effort. Although
the interface of the VBrowser is intuitive for the medical
imaging researcher, it still exposes too many details about the
grid, and is therefore unsuitable for the typical clinician. We
therefore set-up to build a web service that can be invoked
from a web interface (2009).

As seen in Section II, the analysis include steps that dif-
ferently divide the data in order to exploit paralellism: coreg-
istration (subject), averaging deformation fields and warping
the scans into the common space (subject), and tensor esti-
mation (slice). Current limitations in the workflow description
languages hamper the manipulation of multi-dimensional data,
which is a known problem being addressed by the GWENDIA
project [12]. This forced the pipeline to be defined as three
separate workflows, imposing user intervention in-between the
workflows and hampering its usage by non-experts.

We therefore developed a script that autonomously com-
putes an atlas by encapsulating and connecting all the work-
flows, and also implements data management and conversion,
experiment monitoring and recovery. A schematic overview of
the service is shown in Figure 3(a). The MOTEUR service is
invoked to execute the sub-workflows on the grid. To provide
more external control, the cross-product operators were not
used in these workflows. Instead, the dot-product is used, and
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Figure 3. (a) Schematic overview of the atlas construction service workflow. (b) Web front-end for the service: submission (top) and status (bottom).

script generates the list of inputs including all combinations
to be computed. The remaining computations are determined
based on missing output files. MOTEUR workflows are repeat-
edly executed until all output is generated. The service then
proceeds to the second workflow, which is computationally
light and was called once for each subject. Here the data was
also sliced as a preparation for the third workflow, where a
two tensor model was estimated per voxel.

A web interface was chosen to deploy the full script. The
inputs consist of text-files with references (URL) to data on
grid storage, configuration options and the output location. In
the current implementation, the data must be available on grid
storage such as the Logical File Catalogue (LFC), and likewise
the results need to be fetched from the grid by the user. The
VBrowser provides the functionality to do so, but a pure web-
based interface is still missing to facilitate data upload and
download by clinical researchers. If the user does not own a
valid grid certificate, a robot certificate can be used to run
jobs and access data. In such case the user needs to conform
with the security policy, in particular taking responsibility for
anonymizing the data and implicitly trusting the other Virtual
Organization members.

After the service starts a URL to the workflow monitoring
page is returned to the user. The monitoring page is period-
ically updated to report the computed and remaining results,
indicating errors if applicable, and linking to the individual
monitoring pages of each MOTEUR workflow. Eventually the
user is informed that all workflows completed successfully, so
the results can be downloaded using the VBrowser. Possible
errors are logged and may be reviewed by the user.

IV. RESULTS

Our results in porting the DTI analysis to the grid are
discussed below in chronological order. Usage statistics are
summarized in Table I. All subject data was anonimized prior
to processing. Informed consent was given by all participants.

Figure 4. Dutch grid cluster usage statistics for the command-line experiment.

A. Parameter sweep for pattern recognition on Dutch grid and
on Condor pool

In this experiment we performed a parameter sweep on
the number of “principal components” p, ranging from 1 to
20. We adopted data from a study into schizophrenia (58
subjects), that was locally preprocessed using conventional
methods. Usage statistics after submission to the Dutch grid
are depicted in Figure 4. The cluster in use was shared with
other researchers and heavily loaded. Consequently, after 40
minutes only 10 nodes were running simultaneously. This was
the maximum capacity reached at that time and considered a
success from the proof-of-concept perspective, but certainly
not sufficient to impress the potential users. Additionally, the
required Matlab licenses were prohibitive, and the use interface
offered too low level access to the grid.

The same experiment was repeated on a Condor pool
of voluntary resources as described in [4] – see Figure 5.
When more resources were available at the beginning, the
total computation time could be significantly reduced. In the
best actually achieved run, within 15 minutes all jobs were
executed, representing a fair speedup compared to the 90
minutes of total CPU time.
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Figure 5. Condor pool experiments. Number of completed tasks along time,
for different amounts of initial resources (from [4]).

Figure 6. Performance of the coregistration workflow along time. Left: Job
duration. Center: Number of simultaneous jobs. Right: Number of completed
jobs.

B. Coregistration as a MOTEUR workflow

In this experiment we performed a coregistration of 23
subjects (i.e. 529 jobs), adopted from a study into a muscular
disease, called Amyotrophic Lateral Sclerosis (ALS).

Figure 6 shows that individual job running times were fairly
short: 10 min on average. Also, many resources were free at
the time, and a maximum of 210 jobs ran simultaneously.
The long tails in Figure 6 suggest that a few (less than 10)
data-related errors had a serious impact on the performance
(data uploading only succeeded in a retry after a time-out).
Nevertheless, the total computation time reduced from 181 to
3 h wall clock time.

C. Atlas building using a web-based service

In this experiment we built an atlas on data of 46 subjects
with 64 slices, a larger sub-population from the same ALS-
study as in the previous section. The web-based frontend to
the service is displayed in Figure 3(b).

Due to capacity limitations in the current platform, the
number of jobs that could be simultaneously submitted was
restricted. The service hence performed the coregistration in
batches, splitting the workload into sets of a maximum of 300
jobs in these experiments.

The performance of the service is depicted in Figure 7. A
single coregistration on average took 20 minutes to compute.
Due to empirically optimized parameter settings with respect
to registration quality, the execution time was doubled com-
pared to the previous experiment. The total amount of CPU
time was 656 h, while the entire coregistration completed
in 9 h wall clock time. A speed-up of only 73 times was

Figure 7. Performance of the individual workflows of the atlas construction
service: coregistration (top), averaging and warping (middle) and tensor
estimation (bottom). Note the varying scales along the axes.

Table I
SUMMARY OF PERFORMANCE STATISTICS. SPEED-UP FACTOR: CPU
DIVIDED BY WALL-CLOCK TIME. EFFICIENCY (EFF.): THE SPEED-UP

FACTOR RELATIVE TO THE MAXIMUM NUMBER OF JOBS RUNNING AT ONE
TIME. DATA FOR THE FIRST EXPERIMENT ARE MISSING.

# jobs max jobs CPU clock speed-up
command-line 20 10 - - ~3
condor pool 20 20 90min 10-15min 7.5

workflow 529 210 181h 3h 60
service 1 2112 269 656h 9h 73
service 2 46 46 13h 20min 39
service 3 64 64 14h 22min 40

achieved, in spite of the fact that up to 260 jobs were running
simultaneously. A significant amount of time is spent in
waiting for the completion of a few final coregistrations per
batch, as seen in the top right of Figure 7. An increase in
performance may be achieved by submitting a new batch if
more than 90% instead of 100% of the previous workflow is
completed. The second and third workflows may be considered
optimal already, given the relatively flat curves for running
jobs.

D. Performance Summary

A summary of the performance statistics of all experiments
is given in Table I. What catches the eye is that the efficiency
of the larger scale experiments is still relatively poor.

E. Clinical results

After successful atlas generation, the results were down-
loaded and locally merged to track fibers. We followed two
approaches: the classic ‘single tensor’ method and novel ‘dual
tensor’ method [19] – see Figure 8. A bundle traversing in
both hemispheres can be reconstructed using the single tensor
approach. The dual tensor approach reconstructed a ‘novel’
connection: branches of the main bundles cross and traverse to
the other hemispheres. Despite the modest quality of individual
datasets, these tracts could be successfully represented in the
atlas.
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Figure 8. Clinical outcomes of the atlas building service: fiber tracking
results using a ‘single tensor’ and ‘dual tensor’ fitting approach. The latter
provides additional information about crossing bundles, that traverse from one
brain hemisphere to the other.

V. DISCUSSION AND CONCLUSIONS

The early work of [11] pointed out that several medical
applications could potentially benefit from grid computing.
Since then different approaches have been reported previously
to perform medical image analysis on the grid - see an
overview in [16]. As an example of directly related work,
compiled Matlab code was executed on a Condor cluster to
speed up the computation of electrical impedance tomography
reconstruction algorithms [7]. Also Condor-G and Pegasus
have been used to speed up Matlab-based evaluation of to-
mographical data[9]. Similar to our earliest findings, queuing
times significantly impact performance. Others recently imple-
mented neuroimaging applications using workflow technology
[5], similarly to our implementation. The only step that we
have not considered so far, grid-based DTI preprocessing, has
been implemented using existing toolboxes [10].

We have seen a glimpse of the healthgrid vision becoming
partially true: multi- disciplinary research leading to novel
results that could not have been achieved otherwise. The
project was truly distributed, and in not a single moment
were all collaborators gathering at the same location. Medical
experts were designing a clinical study and gathering patients
within the clinic. They were helped by physicists designing
the MR scanning protocol. Image processing experts then took
over to devise the algorithms to analyze the data. These were
deployed on the grid, together with grid experts. Medical
experts assisted in fiber tracking and interpretation of the
clinical outcomes. We can state that there was a mutual benefit
in development from all sides, to a level that we did not
envision at the beginning of the project. Clinical and medical
imaging researchers who were previously skeptical about our
research approach are now becoming willing to collaborate in
the grid environment.

ACKNOWLEDGMENT

The authors would like to thank M.M. van der Graaff, B.
Peters and C.B.L.M. Majoie for providing us with data and
interpreting the results. We are grateful to J.J. Keijser, P. de
Boer, C. Byrman, A. Luyf, M. Stam, T. Glatard, K. Boulebiar,
J. Engelberts, T. Visser, grid.support@sara.nl, C. Sage and W.
van Hecke for their contributions. This work was sponsored

by the BiG Grid project for the use of the computing and
storage facilities, with financial support from the Nederlandse
Organisatie voor Wetenschappelijk Onderzoek (Netherlands
Organisation for Scientific Research, NWO).

REFERENCES

[1] P.J. Basser and C. Pierpaoli. Microstructural and physiological features
of tissues elucidated by quantitative-diffusion-tensor MRI. J Magn
Reson B, 111:209–219, 1996.

[2] M.W.A. Caan, C.A. Sage, et al. Dual tensor atlas generation based on
a cohort of coregistered non-HARDI datasets. In In Proc. MICCAI,
volume LNCS 5761, pages 869–876, 2009.

[3] M.W.A. Caan, K.A. Vermeer, et al. Shaving diffusion tensor images
in discriminant analysis: A study into schizophrenia. Medical Image
Analysis, 10:841–849, 2006.

[4] S. Caton, M.W.A. Caan, et al. Using Dynamic Condor-based Services
for Classifying Schizophrenia in Diffusion Tensor Images. In Proc.
IEEE-CCgrid, pages 234–241. IEEE Computer Society, 2008.

[5] D. Krefting et al. Simplified implementation of medical image process-
ing algorithms into a grid using a workflow management system. Future
Generation Computer Systems, 2009.

[6] I. Foster, C. Kesselman, and S. Tuecke. The Anatomy of the Grid:
Enabling Scalable Virtual Organizations. Int. J. of Supercomputer
Applications, 15, 2001.

[7] J. Fritschy, L. Horesh, et al. Using the GRID to improve the compu-
tation speed of electrical impedance tomography (EIT) reconstruction
algorithms. Physiol. Meas., 26:209–215, 2005.

[8] T. Glatard, J. Montagnat, et al. Flexible and efficient workflow deploye-
ment of data-intensive applications on grids with MOTEUR. IJHPCA,
22(3):347–360, August 2008.

[9] A. Lathers, M-H Su, et al. Enabling parallel scientific applications with
workflow tools. IEEE Challenges of Large Applications in Distributed
Environments, pages 55–60, 2006.

[10] R. Lützkendorf, J Bernarding, et al. Enabling of grid based diffusion
tensor imaging using a workflow implementation of FSL. Stud Health
Technol Inform, 147:72–81, 2009.

[11] J. Montagnat et al. Medical images simulation, storage, and processing
on the european datagrid testbed. Journal of Grid Computing, 2:387–
400, 2004.

[12] J. Montagnat, B. Isnard, et al. A data-driven workflow language for
grids based on array programming principles. WORKS’09, 2009.

[13] S. Mori, K. Oishi, et al. Stereotaxic white matter atlas based on diffusion
tensor imaging in an ICBM template. Neuroimage, 40:570–82, 2008.

[14] T. Oinn et al. Taverna: A tool for the composition and enactment of
bioinformatics workflows. Bioinformatics journal, 17(20):3045–3054,
2004.

[15] S.D. Olabarriaga, P.T. de Boer, et al. Virtual Lab for fMRI: Bridging
the Usability Gap. http://www.vl-e.nl/vbrowser, 2006.

[16] S.D. Olabarriaga and J. Montagnat. Special section on medical imaging
on grids. Future Generation Computer Systems, page in press, 2009.

[17] Silvia Olabarriaga, Tristan Glatard, and Piter T. de Boer. A virtual lab-
oratory for medical image analysis. IEEE Transactions on Information
Technology In Biomedicine (TITB), pages (in–press), 2010.

[18] S. Peled, O. Friman, F. Jolesz, and C. F. Westin. Geometrically
constrained two-tensor model for crossing tracts in DWI. Magnetic
Resonance Imaging, 24(9):1263–1270, 2006.

[19] N. Toussaint, A. van Muiswinkel, F. G. Hoogenraad, R. Holthuizen,
and S. Sunaert. Resolving fiber crossings: a two fiber model simulation
result. Proc ISMRM, 13:1339, 2005.

[20] W. van Hecke, J. Sijbers, et al. On the construction of an inter-subject
diffusion tensor magnetic resonance atlas of the healthy human brain.
NeuroImage, 43:69–80, 2008.

[21] M.W. Vernooij, M. De Groot, A. van der Lugt A, M.A. Ikram, G.P.
Krestin, A. Hofman, W.J. Niessen, and M.M. Breteler. White matter
atrophy and lesion formation explain the loss of structural integrity of
white matter in aging. NeuroImage, 43:470–7, 2008.

[22] C.-F. Westin, S.E. Maier, H. Mamata, A. Nabavi, F.A. Jolesz, and
R. Kikinis. Processing and visualization for diffusion tensor mri.
Medical Image Analysis, 6, 2002.


