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Abstract—The development of methods to detect slowly pro-
gressing diseases is often hampered by the time-consuming
acquisition of a sufficiently large data set. In this paper, a method
is presented to model the change in images acquired by scanning
laser polarimetry, for the detection of glaucomatous progression.
The model is based on image series of 23 healthy eyes and incorpo-
rates colored noise, incomplete cornea compensation and masking
by the retinal blood vessels. Additionally, two methods for de-
tecting progression, taking either one or two follow-up visits into
account, are discussed and tested on these simulated images. Both
methods are based on Student’s -tests, morphological operations
and anisotropic filtering. The images simulated by the model are
visually pleasing, show corresponding statistical properties to the
real images and are used to optimize the detection methods. The
results show that detecting progression based on two follow-up
visits greatly improves the sensitivity without adversely affecting
the specificity.

Index Terms—Biomedical image processing, image reconstruc-
tion, medical diagnosis, modeling spectral analysis, morphological
operations, polarimetry, simulation.

I. INTRODUCTION

PATIENTS with a progressive disease are often unaware of
this disease for years. They are not alarmed until symp-

toms show or quality of life decreases. This poses a problem for
the development of detection methods for these diseases or the
progression thereof: the acquisition of a large enough number
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of cases to test a new method may take years. This problem
becomes worse if one of the research topics is the acquisition
protocol itself. Additionally, preventive treatment, targeted at
slowing down the progression, may be started before further
damage can even be determined. While this is beneficial for the
patient, it limits the number of clearly progressing patients in a
population.

A solution to overcome the lack of sufficient progressing
cases is to build a model of the disease process. Such modeling
has been done previously in other studies [1]–[3]. Obviously, a
faithful model must reflect both the acquisition process as well
as the progression of the disease. When the measured entity is
an image all relevant properties of these images should be accu-
rately incorporated in the model. The type of disease properties
to be included in a model relate to what aspect of the disease is
of interest in the model’s application. If merely the occurrence
of progression is to be described, a less sophisticated model
will suffice than if the complete nature of the disease activity is
to be characterized.

In this paper, we introduce a method to statistically model
images with progression. Our specific application, used to illus-
trate the method, is progression of glaucoma in retinal scanning
laser polarimetry (SLP) images. In this model, we assert that
merely the occurrence of progression must be detected. The use-
fulness of our method is illustrated by optimizing and evaluating
two progression detection methods.

A. Glaucoma and SLP

Glaucoma is one of the leading causes of visual impairment
in the world [4]. As glaucoma is related to age, the prevalence
of people affected by glaucoma is expected to further rise in
the following decades due to the aging of the population. De-
tection of glaucoma at an early stage is crucial for minimizing
the damage to the optic nerve. Additionally, monitoring of glau-
coma patients is needed to assess the adequacy of the treatment.
For persons at a high risk of developing glaucoma, monitoring
can be an effective means to limit the damage.

Glaucoma is associated with retinal ganglion cell death. The
axons of these ganglion cells constitute the retinal nerve fiber
layer (NFL), and exit the eye at the location of the optic nerve
head (ONH). Due to the microtubules inside the axons, they ex-
hibit form birefringence [5], an optical property that results in
differences in the propagation speed of light, depending on its
angle of polarization. Since the axons are aligned largely in par-
allel, the resulting retardation can be measured by a technique
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Fig. 1. Example of SLP images. (a) Reflectance image of the area around the ONH and the fovea. (b) Corresponding thickness map, with a range of 0 �m
(black)–120 �m (white).

called SLP [6]. Linearly polarized light is directed into the eye,
interferes with the NFL, reflects at the pigment layer at the back
of the eye, passes the NFL again and is analyzed by a crossed
analyzer. The signal of this analyzer is related to the thickness
of the retarding layer.

In Fig. 1, an example of a reflectance image and the corre-
sponding thickness map as assessed with SLP is shown. White
indicates a thick NFL, and black indicates a thin NFL. Clinicians
typically get a color coded print-out of these images. The mea-
sured thickness values may now be related to a normative data-
base for the detection of glaucoma [7]. Additionally, a simple
serial analysis can be performed, showing the change in NFL
thickness from a specific baseline image. However, to the best
of our knowledge, there is currently no automatic detection of
progression available based on SLP images.

B. Simulation and Progression Detection

Most tests to define progression of glaucoma are based on
visual fields, which itself is the de facto gold standard for glau-
coma detection. Simulation of visual fields has been done pre-
viously for progression studies as well [8] and many methods of
detecting progression in these visual fields have been tested [9].
Expert agreement on progression increased remarkably when
the results of the latter analyses were presented instead of the
normal visual field printouts [10]. This paper presents a method
to simulate the SLP images, including two type of progression
of the eye, localized or diffuse loss [11], [12].

Any method for progression detection must relate two key
measures: reproducibility and change. Weighing these two mea-
sures and defining a reasonable cut-off value constitute the au-
tomatic progression detection. Multiple images of an eye are
required to quantify the reproducibility. A useful side-effect is
that the change may now be based on the average of several reg-
istered images, thereby reducing the noise. Unfortunately, the
current clinical procedures commonly limit the number of im-
ages to just one per session and a prospective study to acquire
even a few cases of progression would take a long time due to
the generally slow progression of glaucoma. On the other hand,
acquiring short-term reproducibility data for stable eyes is fea-
sible by imaging a set of eyes multiple times per day for a few
consecutive days.

One method to detect progression is by applying regression
analysis to test for a significant decline in NFL thickness.
However, such an approach implies certain assumption on the
progression process, such as a linear decrease in thickness.
If these assumptions are (partly) invalid, this will result in a
bias, especially if the same assumptions are also incorporated
into the model. Since no validated model of structural change
due to glaucomatous progression is available, we will apply an
event-based method. This method makes no assumptions on the
process of progression; only a permanent NFL loss is assumed.
Obviously, once real data becomes available, other methods
may be considered.

II. METHOD

A. Overview

This paper describes the analysis and synthesis of images
showing progression. First, images of normal, stable eyes are
analyzed to build a model of the images, describing several sta-
tistical properties of these images. Then, a method is defined
to synthesize images with known types and amounts of glauco-
matous progression. Additionally, a progression detection pro-
cedure that tests for progression in two ways is described. This
procedure is based on the simulated SLP images and the perfor-
mance of the progression detection methods is determined.

B. Definitions and Conventions

At each visit of a patient, three images of an area
are acquired per eye. These images are split into an average

image and three difference images , such that

for

After acquisition, the operator defines the ONH by manually
placing a circle around it. The blood vessels in the images are ex-
tracted [13] and used as landmarks for registration. The registra-
tion is based on a multi-level minimization of a distance metric
by the Marquardt-Levenberg algorithm. The distance metric is
defined by the exclusive or of the baseline blood vessel mask and
the registered mask. All pixels inside the ONH and the pixels on
blood vessel locations are considered ineligible because they do
not reflect valid NFL measurements. Consequently, these pixels
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Fig. 2. Examples of real images of 2 eyes [(a) and (b)]. Each column represents one visit, showing one series of three images, with mean standard deviations ��
of (a) 2.7 �m, 2.6 �m, and 2.8 �m and (b) 3.1 �m, 2.8 �m, and 5.4 �m.

Fig. 3. Mean of example images of Fig. 2. The top row shows the mean for each visit, while the bottom row shows the difference with the first mean, used in later
calculations.

are excluded from further analysis. The set of eligible pixel will
be denoted by , the set of ineligible pixels by .

The mean standard deviation of a visit, a measure for the
reproducibility of the measurement, is calculated by taking the
average of the (unbiased) standard deviation of each eligible
pixel across the three (difference) images

where denotes the size of the area of . Note that the
mean of the difference images is already zero, so that it may be
left out from the equation of the standard deviation.

For display purposes, the contrast range of the thickness im-
ages in this paper is for normal and mean images
and for difference images. Pixels with ineligible
data are shown in a striped pattern.

C. Data Set

One eye of 23 normal subjects (all employees of Laser Di-
agnostic Technologies, Inc., now Carl Zeiss Meditec, Inc.) was

imaged by the same operator three times on three days with a
GDx VCC,1 for a total of nine images per eye. The corneal bire-
fringence was estimated once, on the first exam. All exams took
place in the same three hour window on each day. The full image
(as shown in Fig. 1) has a field-of-view of and a size
of 128 256. The ONH is defined by the operator, and the GDx
VCC then automatically selects a smaller region of
(128 128) around the ONH.

Examples of the images, difference images and mean images
for three visits of two eyes are shown in Figs. 2–4. Note that
Fig. 3 also shows the difference of a given mean image with
the mean image of the first visit. This is used only in later cal-
culations (see Section V) and should not be confused with the
difference images that are shown in Fig. 4.

III. MODEL: ANALYSIS

Clearly, all sources contributing to the image acquisition
should be known and modeled. For our images, contributions
of the cornea, the retina, the blood vessels, the ONH and
registration artifacts have to be identified and incorporated. The

1Carl Zeiss Meditec, Inc., Dublin, CA, http://www.meditec.zeiss.com.
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Fig. 4. Difference images, calculated by subtracting the mean images of Fig. 3 from the corresponding example images of Fig. 2.

Fig. 5. Overview of the model. The numbers indicate the section where that
step is explained in detail.

full procedure is shown on the left of Fig. 5; the right part of the
figure shows the synthesis of images (see Section IV). Note the
correspondence of the analysis and the synthesis in the schema.
It only includes the simulation up to the point of individual
images. Adding the change in NFL thickness, representing
progression, to a series of images is not shown since there is no
corresponding step in the analysis.

A. Cornea—Normalized High-Pass Filtering

In scanning the retina, the light also passes the cornea.
Just like the retina, the cornea is a birefringent medium and,
therefore, influences the measurement. Procedures have been
designed to compensate for this [14]. The birefringence of the
cornea is estimated from the measurements taken at the location
of the macula lutea and is assumed to be homogeneous across
the cornea. However, the cornea is somewhat inhomogeneous
with regard to its polarization properties and this inhomogeneity
differs per person [15], [16, for porcine and bovine corneas].
Therefore, the estimated corneal birefringence is slightly off

Fig. 6. Scanning setup showing the NFL, the cornea and lens (C+ L) and the
cornea compensator (CC). In reality, the diameter of the scanning beam on the
cornea is only about 2–3 mm.

for locations other than the macula, and this bias will vary
for different subjects. Additionally, the eye may be positioned
slightly differently for each measurement, causing the corneal
birefringence and its compensation to change slightly.

Due to the fact that the light is focused on the NFL but also
passes the cornea (see Fig. 6), contributions of the cornea are out
of focus on the image. As this corresponds to a low-pass filter,
the cornea is assumed to affect these low frequencies primarily.
Likewise, since the images are difference images, high frequen-
cies are attributed to changes in NFL measurement. To largely
remove the contribution of the cornea to the difference images,
low frequencies should be attenuated.

As the contribution of the cornea decreases with increasing
frequency, the contribution of the NFL increases. Therefore, a
Gaussian low-pass filter is likely to capture most of the corneal
contribution. To remove these low frequencies, the image may,
thus, be filtered by the high-pass filter with the frequency
response

(1)

where is a parameter to control the width of the attenua-
tion function. This parameter will be fixed later on (see Sec-
tion IV-D).

The application of this filter is straightforward for normal im-
ages. Since we treat the blood vessel and ONH as missing data,
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Fig. 7. Example of high-pass filtering according to (2). (a) Original image. (b)
After high-pass filtering by normalized averaging.

the convolution (denoted by ) of the image with should
be normalized. This may be done by normalized averaging, a
special case of normalized convolution [17]. For an image , a
mask (zero for blood vessels, ONH and registration artifacts,
one elsewhere) and a convolution kernel , the normalized av-
erage is calculated by

Since this only holds for positive kernels and is negative for
some locations, our implementation is slightly different. A pos-
itive low-pass filter is defined by its spectrum

and the high-pass filtered image is calculated
by

(2)

where is the low-pass filtered image.
In Fig. 7, an example of high-pass filtering is shown. Fig. 7(a)

shows and the derived (the high-pass filtered image)
is shown in Fig. 7(b).

B. Retina—Radial Noise Spectrum

After attenuation of low frequencies in the difference images,
the signal resembles a type of noise, which can be modeled
by a spectrum with random phase and a radial magnitude as
observed. The choice for an isotropic magnitude spectrum
follows from the absence of any directional preference of the
noise in all difference images. The magnitude of this radial
spectrum is to be determined from the difference images of
the data set. Given an image ( , where is
the full image), the full Fourier spectrum is given
by . The magnitude of this signal is
given by and the phase by . The radial
frequency is related to the spatial frequencies and by

. The magnitude of the radial spectrum
may be calculated by

(3)

Likewise, the magnitude of the spectrum may be cal-
culated from by

The problem in estimating the spectrum from the difference
images is the occlusion due to blood vessels and the ONH, pre-
venting the direct calculation of the Fourier transform on this
data. Many approaches have been proposed to solve the problem
of calculating the spectrum of a signal with missing data [18],
[19]. They are, however, not applicable to this problem, because
they either assume a small effective bandwidth or because the
maximum estimated frequency is limited by the maximum gap
in the data, while the difference images have a large bandwidth
and the gaps in the data may be rather large (for example, at the
ONH). Additionally, in this case, a radial spectrum is assumed.
A dedicated approach, taking advantage of this property, may
prove to be beneficial.

The proposed solution to determine the radial frequency con-
sists of two steps. First, the masked parts of the image are filled
in with patches that match the spectrum of the available data
and the radial spectrum of the filled-in image is calculated. The
second step estimates the remaining distortion of the spectrum
due to the noncontinuous interface between the filled-in parts
and the available data.

Let denote the locations associated with the available
data, and the masked parts. denotes the full image with
a radial spectrum that is equal to the measured image in

, or if , and if .
Note that we do not require the reconstruction of based on

, but that we only want to determine .
Assuming that the energy density in is equal to the energy

density in , we may write

First, the Fourier spectrum of is calculated. Based on ,
the radial frequency is calculated, and an inverse Fourier trans-
form is done. Since part of the image was set to zero, this
new image, while filling in , contains less energy in .
Therefore, the image must be adjusted such that the mean en-
ergy per pixel is the same as the mean energy per pixel of
for . Additionally, the mean of is adjusted to match
the mean of for . Finally, the measured data (for

) is combined with the newly estimated data (for ) and
the radial spectrum of this full image is calculated. These steps
are shown in detail in algorithm 1. An example of the result is
shown in Fig. 8.

The above solution only fills in the area of by a pattern
that matches the one in . The edges between both regions,
however, are not smooth, giving rise to a shift of energy toward
higher frequencies. We may adjust for this change by creating
a new image based on the derived radial spectrum, apply algo-
rithm 1, estimate the error of the estimated radial spectrum com-
pared to the derived radial spectrum and adjust the derived radial
spectrum by the same amount. See algorithm 2 for all required
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Fig. 8. Estimating the radial spectrum. (a) Simulated image with known radial spectrum and masked areas. (b) Image with filled in regions (result of step 6 of
algorithm 1). (c) Error of spectrum estimation after algorithm 1 (thin line) and after algorithm 2 (thick line).

steps. As step 1 of algorithm 2 creates an image with random
components, the algorithm may be repeated and the outcome
averaged to somewhat reduce the variance of . See the
thick line in Fig. 8(c) for the error of the final estimation of the
example.

Algorithm 1 Calculate an estimate of the absolute
radial spectrum of given

1) Calculate .
2) Calculate by (3).
3) Calculate from and .
4) Calculate .
5) Define and

and calculate .

6) Estimate by

if
if

7) Calculate based on .

Algorithm 2 Calculate the edge-adjusted estimate of
, given (calculated by algorithm 1)

1) Create a new image based on the derived radial
spectrum and randomly chosen phases for all frequencies.

2) Set for and calculate based
on with algorithm 1.

3) Relate these radial spectra by
and solve for .

4) Estimate by .

For the example image of Fig. 7(b), the results of algorithm
1 and 2 are shown in Fig. 9(a). For reference, the radial spectra
of both images in Fig. 7 are shown in Fig. 9(b).

Fig. 9. Example of calculating the radial spectrum. (a) Spectrum of Fig. 7(b)
after algorithm 1 (dashed) and after algorithm 2 (solid). (b) Spectrum of Fig. 7(a)
(dashed) and Fig. 7(b) (solid).

The radial magnitude spectrum may be calculated
for each difference image . The final typical spectrum is
then defined by the average of all calculated radial magnitude
spectra.

IV. MODEL: SYNTHESIS

The synthesis of images is shown schematically on the right
side of Fig. 5. Notice that the reverse steps as in the analysis are
taken to create new images: images following the derived spec-
trum are created (see Section IV-A), incomplete cornea com-
pensation is introduced (see Section IV-B) and a blood vessel
mask is defined (Section IV-C). Two steps are added to this pro-
cedure: a number of images are created (Section IV-D) and fi-
nally NFL loss is added to these images to simulate progression
(Section IV-E).

A. Colored Noise

Even in images with (almost) perfect cornea compensation,
colored noise is present in the difference images. For the cre-
ation of noisy images with a spectrum that closely resembles
the observed radial amplitude spectrum , we start with a noise
image with a flat, unity spectrum magnitude which will then be
colored by multiplication with . A natural choice for a
noise image is an image with Gaussian, white noise .
The expectation value of the power spectrum of such a noise
image with unity variance is again unity for all
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Fig. 10. Noise image with forced spectrum. (a) Noise image. (b) Spectrum of
noise image (dots), closely resembling the forced spectrum (line).

frequencies. To create a new image with a magnitude spec-
trum matching , the spectrum of the noise image is multiplied
by the requested spectrum , and an inverse Fourier transform
is applied to the result

The spectrum of the resulting image is a random instance of
the spectrum . The phases are purely random, as they only
originate from the noise image, which has a spectrum with
uniformly distributed phases. The magnitude resembles
but varies somewhat, because the power spectrum of the noise
image follows a -distribution (with 2 degrees of freedom
scaled by a factor of 1/2).

An example of such a noise image is shown in Fig. 10.
While the spectrum of the created noise image resembles the
specified spectrum , it is slightly different for all frequencies.

B. Incomplete Cornea Compensation

To simulate the incomplete cornea compensation, a sinusoid
of double angle is added to the image. The phase of this sinusoid
is random, while the amplitude will be adjusted to obtain the
required mean standard deviation across the image series. The
sinusoid is superimposed on the noise image when full image
series are created (see Section IV-D).

C. Blood Vessel Mask

The mask describing the blood vessels, the ONH and the reg-
istration artifacts in each image were saved for use in the syn-
thesis. As the blood vessel masks are approximately similar for
each image of the same eye, the number of truly distinct masks
is limited to the number of eyes in the study. This may limit
the randomness of the synthesized images somewhat and will
be further addressed in Section IV-E.

In the synthesis step, one of the saved masks is chosen and
applied to the synthesized image. Obviously, the same mask is
chosen for all image series for one eye.

D. Image Series

The derived spectrum is the typical spectrum of difference
images. As the difference images are calculated from SLP image

series, these latter images have a spectrum that is a scaled ver-
sion of the spectrum of the difference images. This scale factor
is calculated as follows.

The images that follow the derived spectrum show a distribu-
tion with zero mean and variance . A scaled version, obtained
by a multiplication with , has a variance of . The differ-
ence images are a linear combination of three of these images,
with factors 2/3, 1/3, and 1/3. Substituting as the vari-
ance of these three images, the variance of a difference image
is . Setting this equal to
the variance of images following the spectrum and solving for

results in .
So, a multiplication of is required to compensate for the
subtraction.

Simulation of an image series for a visit is now done in the
following way.

• Specify the required mean standard deviation rep-
resenting the reproducibility of the eye’s image (see
Section II-B).

• Create three noise images that follow the derived
typical spectrum.

• Create three images (with random phase and ampli-
tude) containing the incomplete cornea compensation

.
• Let .
• Choose such that the mean standard deviation of

is equal to .
The factor (see Section III-A) is now determined by set-

ting to zero (i.e. there is no incomplete cornea compensation)
and adjusting until the resulting mean standard deviation

is equal to the smallest mean standard deviation in the real
image series. This implies that the order of high-pass filtering
and determining the radial spectrum of the images is actually
reversed. First, the radial spectrum of all images is calculated.
Then, the averaged radial spectrum is attenuated by multiplying
it by the high-pass filter of (1) and the correct value for is
determined.

E. NFL Loss

Simulated loss can be added by simply subtracting the
amount of loss at specific locations for all mean images except
for baseline. All image series of a simulated eye are then
associated with a randomly chosen blood vessel mask from the
data set.

The following two types of NFL loss [11] are simulated.
• Diffuse loss. Homogeneous loss is induced across the

whole image, for all image series except the initial one.
Only the amount of loss is to be specified.

• Localized loss. Only in a specific area, loss is induced. Due
to the morphology of the retina, these areas have the shape
of sectors. In addition to the amount of loss, both the loca-
tion and size of these sectors have to be specified. To in-
crease the randomness, which is limited by the fixed blood
vessel masks, the exact location of the sector slightly varies
(with a standard deviation of a few degrees).

Note that for both cases, the simulated loss is instantaneous,
meaning that all of the loss occurs between the baseline visit
and the first follow-up visit.
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Fig. 11. Illustration of combining objects on opposing blood vessel sides.
(a) Kernels (light gray ellipses) with orientation perpendicular on blood vessel
(dark gray) and size depending on distance to edge. (b) Three objects (light
gray) touch the blood vessel (white); their interfaces are indicated by thick
black lines. Applying the kernels from (a) to the interfaces results in filling in
the dark gray areas. As a result, objects B and C will be combined.

V. PROGRESSION DETECTION

The usefulness of the modeling, described previously, is illus-
trated by the analysis of two methods to test for possible change.
Both methods are based on the notion that measured change is
only real change, if the measured change is larger than the repro-
ducibility of the measurement. The first method (method 1) is
based on one baseline visit and one follow-up visit, whereas the
second method (method 2) uses two follow-up visits, in order to
confirm the suspected change. The latter method, thus, consists
of two tests, albeit less strict ones.

Both methods are based on the two-sample pooled Student’s
-test. First, the -test is applied to each pixel, resulting in a
-value map. For method 2, this is done once based on the differ-

ence between the means of visit 1 and 2, and once based on the
difference between the means of visit 1 and 3, using the pooled
standard deviation from all three visits. For each pixel, the larger
(more conservative) -value is chosen.

The -value map is then thresholded at a certain -value ,
resulting in a binary image. To remove individual pixels and
fill in small holes in detected objects, a morphological binary
opening and closing operation is performed. These operators are
both applied once with a diamond-shaped structuring element
(i.e., in a 4-connected way), corresponding to the least intrusive
opening and closing procedure. Small residual objects are not
likely to indicate a real change and should be discarded. Objects
on opposing sides of a blood vessel, however, could each be
small, but large enough when combined.

First, the Euclidean distance transform of the blood vessel
mask is calculated. This results in an image with local maxima
on the skeleton of the vessels and zeros for all nonvessel areas.
To combine the objects at opposite sides of a vessel, a set of
kernels is defined. The orientation of the kernels is perpendic-
ular to the orientation of the blood vessels, estimated by calcu-
lating the structure tensor [20] of the distance transform of the
blood vessel mask. The kernel’s width is “small” in relation to
the length; for our application this means a width of 1 pixel.
The length of the kernel is defined by the value of the distance
transform itself [see Fig. 11(a); the light gray ellipses indicate
the kernels]. These kernels are then convolved with an image

Fig. 12. Histogram of the mean standard deviation �� of the visits of all 23
stable eyes.

containing only the interface of the boundaries of the objects
with the blood vessels [the thick black lines in Fig. 11(b)]. Note
that this convolution is binary in nature; the result [the dark gray
areas in Fig. 11(b)] may, therefore, be interpreted as the result
of a directed maximum filter.

The size of all objects, defined by the sum of all pixels of
that object, is calculated (taking the sum of their size for com-
bined objects) and objects smaller than are discarded. The
remaining objects define the areas of assumed change.

VI. RESULTS

A. Analysis

The images of the 23 stable, healthy eyes were registered,
mean and difference images were calculated and the mean stan-
dard deviation of each visit was determined. A histogram of

is shown in Fig. 12. This range of mean standard deviations
is later used to estimate the sensitivity of the detection methods.
The minimum mean standard deviation for these samples was
1.98 . Most eyes show a mean standard deviation between 2
and approximately 4.5 .

To investigate the assumption that the primary difference in
spectra of different eyes is in the low frequencies, the mean ra-
dial spectrum was calculated for each eye. Consequently, the
coefficient of variation (the standard deviation divided by the
mean) was calculated for all frequencies, resulting in Fig. 13. It
indicates that the differences between the mean radial spectrum
of each eye is indeed primarily in the low frequencies.

The mean radial spectrum of all difference images was cal-
culated and filtered with the high-pass filter of (1) (see Fig. 14).

was set to 7.5 to get a minimum mean standard devia-
tion of 1.98 for simulated images without incomplete cornea
compensation, equal to the encountered minimal mean standard
deviation in the data set (see Fig. 15).

B. Synthesis

The final average radial spectrum of Fig. 14 is used to create
new images for the simulation. Two examples are shown in



VERMEER et al.: MODELING OF SLP IMAGES OF THE HUMAN RETINA FOR PROGRESSION DETECTION OF GLAUCOMA 525

Fig. 13. Coefficient of variation for the radial spectrum between eyes.

Fig. 14. Mean radial spectra of all visits. The thin line shows the mean before
high-pass filtering, the thick line after high-pass filtering with � = 7:5 �m.

Fig. 15. Minimum mean standard deviation (without incomplete cornea com-
pensation) as a function of � (solid line; the error bars show the standard
deviation to both sides). The minimum mean standard deviation of the real data
is indicated by the dotted line.

Fig. 16. Examples of real images [(a) and (c)] and corresponding similar sim-
ulated images [(b) and (d)].

Fig. 16. Both figures show a real difference image on the left,
and a simulated image on the right. For these example cases, the
amount of incomplete cornea compensation and its angle have
been adapted manually to the example images. The blood vessel
masks have been copied from the real images. In the case of the
first example, the simulated image is somewhat grainier, which
is due to the fact that the magnitude of the radial spectrum of the
real image is smaller than the derived average radial spectrum.
The second example has a radial spectrum that deviates less
from the average and the simulated image, therefore, shows a
better match.

An example of image series is shown in Fig. 17(a) for an eye
with a mean standard deviation of 2.2 and in Figs. 17(b)
and 18 for an eye with . (Because the difference
images of the latter eye have more contrast due to the higher
mean standard deviation, only these are shown.) Both eyes show
a different amount of simulated loss and for a different area.

C. Progression Detection

The training stage of the detection is based on the available
data (real images) and results in thresholds (for the -value)
and (for the minimum area) for a fixed specificity. In the
testing stage, the simulated data and the derived thresholds are
used to determine the sensitivity of the detection methods. The
results of both stages are described hereafter.

For each of the 23 eyes, three visits were available. Since
these eyes are stable, the order of the visits could be changed
to increase the number of samples. For the test based on one
follow-up, the number of samples was, thus, increased sixfold
to 115. For the test based on two follow-ups, the increase was
threefold to 69 samples.
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Fig. 17. Mean of simulated images (top row) and the difference with the first
mean (bottom row). (a) �� = 2:2 �m, simulated loss of 5 �m between 50 and
70 . (b) �� = 4:5 �m, simulated loss of 8 �m between 45 and 75 .

Fig. 18. Difference images of corresponding images in Fig. 17(b).

TABLE I
THRESHOLDS AND CROSS-VALIDATED SPECIFICITIES FOR BOTH DETECTION

METHODS. � IS THE VALUE OF THE THRESHOLD THAT IS APPLIED ON THE

p-VALUE AFTER THE t-TEST. � IS THE THRESHOLD ON THE SIZE OF THE

RESULTING OBJECTS

Fig. 19. Illustration of the location of the localized loss sector (gray). The
center of the sector is 60 from the horizontal meridian with a standard de-
viation of 2 . In this example, the sector itself is 40 wide.

For both detection methods, two thresholds had to be speci-
fied, and . For several , the corresponding was cal-
culated for a set specificity of 97.5%. tenfolded cross-valida-
tion was repeated 100 times to test the resulting specificity. The
results are shown in Table I for both methods. Note that these
numbers were derived from real data only.

Based on these results, for each of the methods the -value
resulting in a clinically reasonable minimal area, assumed to
be around 100 pixels, was selected (indicated by bold numbers
in Table I). The associated cross-validation specificity for both
methods was more than 97%.

After determining the thresholds, the sensitivity of both
methods was tested on the simulated data. Both localized and
diffuse loss was simulated. For the localized loss, sectors of
10 , 20 , 30 , 40 , and 50 wide were tested, all located in the
superotemporal area. The location of the center of these areas
was sampled from a normal distribution with a mean of 60
from the horizontal meridian with a standard deviation of 2 .
This small variation in location ensured that the results were
less dependent on the exact location of blood vessels in the
small data set. See Fig. 19 for an illustration of a 40 sector of
localized loss.
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Fig. 20. Minimally detectable loss for different mean standard deviations (��).
The solid line shows the method based on one follow-up, while the dashed line
shows the method based on two follow-ups.

Fig. 21. Sensitivity as a function of the loss. All combinations of �� = 2 �m or
�� = 4�m, 20 localized loss or diffuse loss and one (solid line) or two (dashed
line) follow-ups are shown. The dotted line shows the used value of 90%.

For each test, 207 image series with a specified variance and a
small loss were created; each derived blood vessel mask was se-
lected three times. The progression test was applied and if it suc-
cessfully detected change at the right location in less than 90%
of the cases, the loss was increased. This resulted in a minimally
detectable loss for each tested variance, such that the detection
method at least detects loss in an area corresponding to the area
with simulated loss. The results are shown in Fig. 20. The solid
line shows the test with one follow-up, while the dashed line
shows the test with two follow-ups.

The 90% detection rate corresponds to the sensitivity of the
method. Different required sensitivities result in different min-
imally detectable losses. In Fig. 21, the increase of sensitivity
is shown for some cases as a function of the loss. Note that the
shape of the graph is much smoother for a small mean standard
deviation.

VII. CONCLUSION AND DISCUSSION

We have introduced a method to simulate images as acquired
by SLP in a way that reproduces the main properties of the de-
rived mean images and difference images. The spectrum of the
simulated difference images closely resembles that of real dif-
ference images, and the residual from incomplete cornea com-
pensation is implemented and used to obtain the specified vari-
ability of an image series. The occurrence of blood vessels is
also incorporated in the simulation.

The usefulness of the modeling method was demonstrated by
analyzing two progression detection tests. The results of a test
based on two follow-ups instead of one is remarkably better.
The thresholds derived from the stable eyes (see Table I) show
that the resulting continuous area for the same -value is much
smaller (27 for two follow-ups compared to 96 for one follow-up
for ). Therefore, a larger -value can be chosen as
the threshold, resulting in a more sensitive test. The sensitivity is
further increased by incorporating three visits in the estimation
of the eye’s standard deviation.

Our data set only contained three visits per eye. This limits
the number of tests that could be performed. A candidate
for another test would be to require change in two out of
three follow-ups. In that case, the amount of data available
for reproducibility estimation increases, but this setup would
be somewhat less strict than the test requiring two agreeing
follow-ups. The analysis of these and other variations is beyond
the scope of this paper.

The two-sample pooled Student’s -test is only valid under
the assumption of homogeneous, or equal, variances. Due to the
large number of pixels, performing a test such as Levene’s test
would result in a violation of this assumption. Whether the vari-
ances actually are homogeneous remains to be tested in a sep-
arate experiment. Note, however, that violating the assumption
only results in inaccurate -values that are just intermediate re-
sults of the full detection method. They should be interpreted
as raw numbers and do not relate to the final sensitivity and
specificity of the detection method. Of course, more accurate

-values at an intermediate stage are likely to result in a better
performance of the detection method.

The current setup did not include variations across machines.
In a clinical setting, a machine may break down after some time.
While all devices are produced within certain specifications, the
replacement machine will probably have slightly different char-
acteristics, which will affect all subsequent scans. By comparing
the images (from different eyes) in the period before the failure
and the images of the new device and correcting the old images,
this problem may be partly solved. Another source of variability
may be different operators. While the operator is likely to be the
same for one visit, different operators may acquire the images
for different visits. This adversely affects the inter-visit repro-
ducibility and would result in smaller -values. For our data set,
the operator was the same for all eyes.

The detection method described here does not make any as-
sumptions on the way the thickness of the NFL decreases. Re-
cently, a different, regression-based method was described, for
the detection of progression in topographic images obtained by a
confocal scanning laser ophthalmoscope [21]. Due to these two
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major differences (regression-based versus event-based and to-
pographic versus NFL thickness), no side-by-side comparison
was done in this paper, as this warrants a dedicated study.

The proposed simulation method diminishes the need for
time-consuming clinical trials for a slowly progressing disease
such as glaucoma. Progression detection methods were ana-
lyzed based on these simulation, showing that a test based on
two agreeing follow-up visits outperforms the one follow-up
test for different types of NFL loss. The proposed simulation
method may be used to estimate the sensitivity of other pro-
gression detection methods as well.
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