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ABSTRACT

We address the problem of weakly supervised segmentation

(WSS) of medical images which is more challenging and has

potentially greater applications in the medical imaging com-

munity. Training images are labeled only by the classes they

contain, and not by the pixel labels. We make use of the

Multi Image Model (MIM) for weakly supervised segmen-

tation which exploits superpixel features and assigns labels

to every pixel. MIM connects superpixels from all training

images in a data driven fashion. Test images are integrated

into the MIM for predicting their labels, thus making full use

of the training samples. Experimental results on abdominal

magnetic resonance (MR) images of patients with Crohn’s

disease show that WSS performs close to fully supervised

methods and given sufficient samples can perform on par with

fully supervised methods.

Index Terms— Weakly supervised,Crohn Disease, MIM,

Semantic Segmentation.

1. INTRODUCTION

Semantic segmentation assigns an object label (semantic

class) to every image pixel. A robust method relies on suf-

ficient number of training samples to build a discriminative

model. Nowadays large number of medical data are gener-

ated and manual pixel-wise labeling of these images requires

immense time (one image can take upto 20 minutes) and ex-

pertise. To save time an expert can specify the classes present

in an image without assigning pixel labels. A weakly super-

vised semantic segmentation framework aims to assign pixel
labels by learning from images which only provide image
labels - presence or absence of certain classes.

Crohn’s disease (CD) is an autoimmune disease that can

affect any part of the gastrointestinal tract. It is characterized

by abdominal pain, weight loss, diarrhea and vomiting. The

current standard for diagnosis involves colonoscopy which is

interventional and painful. This has motivated efforts to ex-

plore computational tools for magnetic resonance (MR) im-

age analysis to detect and quantify extent of CD [1, 2, 3].

However a large number of samples are required to build a ro-

bust model. To acquire and label sufficient number of CD im-

ages is time consuming which may adversely affect diagnosis

of affected patients. We know for sure that the acquired pa-

tient MRI has three kinds of regions (or tissues) - diseased and

normal intestine, and background (normal non-intestine). We

propose a weakly supervised semantic segmentation (WSS)

system that learns the characteristic features of each class and

predicts the pixel labels for a novel test image. For this pur-

pose we make use of the Multi image model (MIM) of [4].

There has been much recent progress in fully supervised

semantic segmentation [5] although the problem is still un-

solved. To address the time consuming and expensive pro-

cedure of obtaining manual labels for fully supervised seg-

mentation (FSS), recent methods on WSS provide informa-

tion about the classes contained in training images without

the benefit of pixel labels. Previous WSS methods have used

Expectation-Maximization (EM) [6], matrix factorization [7]

and multi-task learning [8]. The MIM approach [4] uses a

graphical model of training images and integrates the test im-

age into this model to achieve segmentation.

[9] explore weakly supervised classification for diabetic

retinopathy detection. It highlights the advantages of a

weakly supervised setting for medical data. The primary

contribution of this work is the novel application of WSS of

CD regions by integrating CD specific features into the MIM.

We describe the MIM and our features in Section 2, present

results in Section 3 and conclude with Section 4.

2. METHODS

2.1. The Multi Image Model (MIM)

Figure 1 (a) shows an illustration of the MIM. The training

images are first oversegmented into superpixels [10] and their

connection on a graph capture their appearance similarity and
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spatial relationship. MIM recovers the latent labels of the

training superpixels by finding the approximate MAP (maxi-

mum a-posterior) state.

We explain the MIM as used for our experiments. De-

tails of the original algorithm can be found in [4]. Let

τ =
{
Ij =

(
{xji}Nj

i=1, Y
j
)}N

j=1
be the training set, where

instances xji correspond to superpixels in images Ij . Each im-

age has a label set Y j corresponding to classes {1, · · · , C}.

Every instance xji has an associated latent label yjy ∈ Y j .

The task of weakly supervised learning is to recover the la-

tent labels yji and learn a classifier that predicts the labels

for each superpixel in a new image. The total energy as a

function of latent superpixel labels yji and local appearance

model parameters θ is:

E
(
{yji }, θ

)
=

∑
xj
i∈Ij ;Ij∈τ

(
ψ(yji , x

j
i , θ) + π(yji , Y

j
i )

)
+∑(

yj
i ,y

j′
i

)
∈S,M

(
φ
(
yji , y

j′
i′ , x

j
i , x

j′
i′

))
(1)

ψ is a unary potential measuring how well the local ap-

pearance of xji matches label yji according to a classifier

parameterized by θ. We use a Random forest (RF) clas-

sifier (trained on superpixel features) to output probabil-

ities fy(x, θ) for superpixel x taking label y, and define

ψ(x, y, θ) = − log fy(x, θ).
The pairwise potential φ encourages connected superpix-

els to take the same label if their appearance similarity is high:

φ
(
yji , y

j′
i′ , x

j
i , x

j′
i′

)
=

{
1−D

(
xji , x

j′
i′

)
yji �= yj

′
i′ ,

0 yji = yj
′

i′ ,
(2)

where D is a similarity measure (l2 euclidean norm) between

two superpixels scaled to [0, 1]. ψ is defined over two separate

sets - M and S. S connects adjacent superpixels in the same

image to encourage spatially smooth labels and M is built

in a data driven fashion by connecting similar superpixels in

different images.

Superpixels with similar features and position in images

sharing weak labels are connected. While in the ideal case

we would want to connect superpixels over all images, it pro-

duces a very complex model. Since connections between su-

perpixels having similar feature vectors contribute most to the

energy (as pairwise potential of dissimilar superpixels is zero)

we connect each superpixel to at most p = 10 superpixels in

one image and at most k = 15 superpixels in other images.

Position of superpixels is taken into account by connecting

pairs of superpixels whose position in their respective images

is closer than 3/10 of the image width. This rules out con-

nection of superpixels of similar appearance but on distant

organs.

Inference: Minimizing the energy in Eqn 1 maximizes

the probability of yji and θ, given superpixel features xji and

image labels Y j . A good approximation of the global min-

ima is found using α-expansion [11]. If labeling yji is fixed

θ can be estimated using supervised learning methods. Thus

we alternate between the two steps to estimate θ and yji .

Segmenting a test image: Given a test image we have

to assign labels to each of its superpixels. The superpixels

are integrated into the cost function in Eqn. 1 with parameters

θ learned during training. The pairwise potentials over adja-

cent superpixels are defined as before. The multi-image con-

nections connect test image superpixels to training image su-

perpixels (with similar features) whose labels are fixed. Pair-

wise potentials turn into unary potentials making optimization

easy.

Image Features: The mean and variance of intensity, tex-

ture and 2D curvature values are used alongwith context fea-

tures. Texture maps are obtained using oriented Gaussian fil-

ters at angles of {0◦, 45◦, 90◦, 135◦} and two scales (1, 0.5).

Context Features: Since the relative arrangement of or-

gans is constant (except for missing organs) one organ can

provide contextual information about many organs through

relative distance and orientation. Thus context is particularly

important for medical images. We sample regions at fixed

directions from a pixel. Figure 1 (b) shows an illustration

of the sampling scheme where the circle center is the super-

pixel(SP) in question and the sampled SPs are identified by

a red ‘X’. We calculate mean intensity, texture and curvature

values of each SP at ‘X’. Texture maps obtained at 90◦ orien-

tation and scale 1 are used. ‘X’ corresponds to neighboring

SPs at 1, 3, 8, 12 units from the central SP, and the angle be-

tween consecutive rays is 45◦. The values from the 32 regions

are concatenated into a 96 dimensional feature vector. The fi-

nal feature vector has 116 values.

To summarize, all training images are oversegmented into

superpixels, their features extracted for three classes of la-

beled annotations and used to train the MIM model. A given

test image is oversegmented into superpixels and their fea-

tures extracted. The feature vectors are integrated into the

MIM model alongwith the training samples to obtain the la-

bels of all the superpixels. The pixels within the test SPs are

accordingly labeled to get a segmentation.

2.2. Comparison with fully supervised segmentation

We compare the performance of our WSS method with a FSS

approach which assigns segmentation labels to each pixel.

The cost function is a second order Markov random field

(MRF) energy function which is written as

E(L) =
∑
s∈P

D(Ls) + λ
∑

(s,t)∈N

V (Ls, Lt), (3)

where P denotes the set of pixels and N is the set of neigh-

boring pixels for pixel s. The cost function is optimized using

graph cuts [11].λ = 0.02 is a empirically set weight that de-

termines the relative contribution of penalty cost (D(Ls)) and

smoothness cost (V ). RF classifiers are trained using the fea-

tures previously described and each voxel of a test image is
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(a) (b)

Fig. 1. (a) MIM illustration from [4]: MIM at training time,

for five images and full label set Y = {A,B,C,D,E, F,G}.

Blank nodes represent latent superpixel labels {yji }. They

are connected to observed superpixel features xji and image

labels Y j . Superpixels are interconnected by sets of connec-

tions S and M. S connects spatial neighbors in individual im-

ages and M connects superpixels between images sharing a

label. (b) sample locations for deriving context information.

assigned three probability values indicating their likelihood

of belonging to different classes. D(Ls) is given by

D(Ls) = − log (Pr(Ls) + ε) , (4)

where Pr is the likelihood (or probabilities) obtained using

RF classifiers and ε = 0.00001 is a very small value to ensure

that the cost is a real number.

V ensures a smooth solution by penalizing discontinu-

ities. The RF classifier returns a measure of the importance

of each feature (intensity, texture and curvature) in the feature

vector to the classification task. By aggregating the impor-

tance values of each feature category and normalizing them

we obtain the relative importance of each feature in the clas-

sification task. The relative importance values are used to

weight the different features in the smoothness cost given by

V (Ls, Lt) =

{
wIVI + wTVT + wCVC , Ls �= Lt,
0 Ls = Lt.

(5)

where wI , wT , wC are weights for intensity, texture and cur-

vature, and wI +wT +wC = 1. VI , VT , VC are the individual

contributions to the smoothness by intensity, texture and cur-

vature. VI is defined as

VI(Ls, Lt) = e−
(Is−It)

2

2σ2 · 1

‖s− t‖ , (6)

I is the intensity. VT and VC are similarly defined using tex-

ture and curvature values. After training wI = 0.23, wT =
0.33, wC = 0.44.

3. EXPERIMENTAL RESULTS

3D T1-weighted spoiled gradient echo sequence (SPGE) im-

ages were acquired from 26 patients in supine position using a

3-T MR imaging unit (Intera, Philips Healthcare). The spatial

resolution of the images was 1.02 mm × 1.02 mm× 2 mm,

Acc Sen Spe DM HD

WSS 80.4 82.7 71.2 75.3 11.8

FSS 87.2 90.4 77.1 85.2 3.2

Table 1. Quantitative measures for segmentation accuracy

(DM- Dice Metric in % and HD is Hausdorff distance mm)

and classification (accuracy (Acc), sensitivity (Sen) and

specificity (Spe) in %).

and the acquired volume dimension was 400 × 400 × 100
voxels. We adopt a leave-one-out approach for both WSS

and FSS where the classifier is trained on 25 patients and

the 26th patient is used for evaluating our segmentation al-

gorithm. Thus we report performance on the average of 26
runs. For each patient we have available pixel wise labels for

diseased, normal and background regions

Our results (WSS) are compared with a supervised se-

mantic segmentation (FSS) method [12] using Dice metric

(DM) and Hausdorff distance (HD). Table 1 summarizes the

performance of WSS and FSS. Expectedly FSS performs

much better than WSS. The classification performance is

also summarized in terms of accuracy (Acc), sensitivity (Sen)

and specificity (Spe). WSS classfication is for superpixels

while FSS classification is for individual pixels. Figure 2

shows the segmentation output of WSS and FSS. Note that

for FSS the labels are for each pixel, while in WSS the la-

bels are for all pixels within the superpixel. Consequently

there is greater segmentation ‘leakage’ in WSS leading to

lower DM and higher HD values in comparison.

Superpixel size influences segmentation accuracy. Too

large superpixels reduce segmentation accuracy possibly due

to different tissue types within the same superpixel. While

smaller superpixels are homogeneous they may not contain

sufficient pixels to calculate features like higher order statis-

tics. Our experiments indicate best trade-off between reliable

features and accurate segmentation is achieved with 600−750
pixels in a superpixel. With this factor in mind we can set

the number of superpixels according to the image dimensions.

Since our images were 400× 400 in size, we have 250 super-

pixels.

We vary the number of training patient datasets (NTr)

from 1 to 25 and the remaining datasets (i.e. 26 − NTr) are

used as test data for segmentation. Figure 3 shows the average

measures with varying NTr and compared with baseline val-

ues for WSS (red plots) reported in Table 1 (i.e. obtained us-

ing a leave-one-out approach). When NTr < 13, DMFSS <
DMWSS , and the corresponding HD’s are higher. With an in-

crease in NTr DMFSS increases and HDFSS decreases till

it intersects the red plot at NTr = 13, indicating at par per-

formance with WSS. We can infer that WSS’s performance

is comparable with FSS when WSS has nearly double the

number of training samples. With the large number of medi-

cal images being acquired, weakly supervised annotations can
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Fig. 2. Segmentation results for two patients: first row-Patient

16; second row - Patient 26. First column shows the original

image superimposed with diseased regions (in red) and su-

perpixel boundaries (in green). Second column shows super-

pixels classified by WSS as diseased (green) and third col-

umn shows results of FSS with outline of diseased region

in green. Outline of manually annotated diseased regions are

shown in red.
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Fig. 3. Performance of FSS and FSC with varying number

of training patients. (a) Dice metric (in %); (b) Hausdorff

Distance (in mm). Red dotted line shows the average values

for WSS using 25 training patients. The blue solid line shows

the average values for FSS with NTr varying from 1− 25.

be easily obtained to achieve higher segmentation accuracy.

Our weakly supervised semantic segmentation approach

holds promise and can be used in clinical scenarios to get

fairly accurate segmentations of diseased regions which can

then be used by doctors for further analysis.

4. CONCLUSION

We have proposed a weakly supervised approach for segment-

ing tissues affected by Crohn’s disease. The multi image

model extracts features from superpixels of training images.

Test superpixels are integrated with training data in the MIM

to predict their labels and identify diseased regions from nor-

mal ones. Experiments on real patient datasets show that

WSS performs close to FSS, and given sufficient number of

weakly annotated training samples (only image labels) it can

match fully supervised segmentation techniques with pixel-

wise labels. This has the potential to greatly reduce time and

labor, and help in rapid disease diagnosis.
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