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INTRODUCTION

Optimization capability is perhaps the most important

feature of modern optical design software. Given a

starting system, the software changes automatically the

system parameters in order to make the system as good

as possible, in a sense that will be made more pre-

cise below.

The purpose of optical system design is to produce for

an optical system a prescription (i.e., a list of all system

parameters) that satisfies a set of specifications (e.g., the

acceptable tolerances for image defects) required by the

envisaged application. The framework for modern optical

design is a mathematical model, based mostly on laws of

geometrical optics, that predicts various attributes of

imaging quality as functions of the system parameters

(surface curvatures, distances between lens surfaces, etc.).

While evaluating the image quality of a system with known

values of the system parameters is a rather straightforward

task, the essence of optical design is to solve the inverse

problem: Given the required image quality, i.e., zero image

defects within the specified tolerances, the designer must

find a set of system parameters that leads to the required

quality. Considering the fact that optical systems can have

dozens of parameters and that the relationship between the

system parameters and the image defects is highly

nonlinear, solving this inverse problem may involve a

daunting complexity.

As a result of progress in the field of computer optimi-

zation, the design of optical systems is presently done in an

increasingly automatic way. For automatic optimization,

the designer must specify the following four requisites:

i) A starting system configuration;

ii) A function of the system parameters that measures

the quality of the system at each stage, called merit

function or, more adequately, error function (be-

cause the quantities of interest are mostly image

defects);

iii) A subset of system parameters that are automatically

changed during optimization (optimization vari-

ables);

iv) A set of constraints that limit the variation domain of

the optimization variables, such that certain speci-

fications are met and the system remains manufac-

turable.

From a mathematical point of view, each possible

optical system having N optimization variables can be

regarded as a point in a N-dimensional space. Optimiza-

tion is, in fact, implemented as a numerical algorithm that

attempts to find iteratively the (constrained) minimum of

the nonlinear error function that depends on N variables,

starting from initial configuration.

Recent algorithms and software developments are

often an invaluable help to the designer’s attempt to

make the right choice of the above four optimization

requisites. However, producing a good optical design still

requires skilled human intervention. In the modern design

process, automatic optimization is followed by an eva-

luation of the results by the designer. Thus it is the de-

signer’s responsibility to monitor the optimization process

in order to ensure that the design evolves toward the

envisaged goal, and to make changes, if necessary, in the

optimization requisites mentioned above.

LOCAL MINIMA

A distinction must be made between local and global

optimization. For simplicity, consider the case when there

are no constraints. A point in the solution space is

described by the vector x = (x1,x2,. . ., xN), whose compo-

nents are the N optimization variables. Determining the

minimum that can be reached from a given starting

configuration without ever increasing the error function is

called local optimization. Starting from the initial

configuration, a local optimization algorithm reduces the

value of the error function f by changing the vector x until

the solution arrives at (or comes close enough to) a

minimum of f. There, the gradient of f vanishes

rf ðxÞ ¼ @f

@x1
,
@f

@x2
, . . . ,

@f

@xN

� �
¼ 0

and small changes of the optimization variables can only

lead to an increase of f (i.e., there is no descent direction

at x). When multiple local minima exist, the attempt to

find the best among the local minima is called global

optimization. In this section the local optimization will be

discussed, while global optimization will be briefly

discussed in ‘‘Global Optimization.’’
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For an intuitive understanding of how (unconstrained)

local optimization works, it is useful to consider an error

function that depends only on two variables. In this case,

the error function can be visualized as the elevation of a

landscape, and the starting point can be thought of as a

ball placed at a specific location. The optimization algo-

rithm makes the ball roll downhill until it reaches a point

where the slope is zero in all directions.

Fig. 1 shows three local minima A, B, and C sur-

rounded by equimagnitude contours (i.e., contours along

which the error function has a constant value) in a hypo-

thetical two-dimensional case. Among these local mini-

ma, C, the deepest one, is the global minimum.

At this stage, it is more important to understand the

essence of optimization than its details. Therefore the

optimization process will be illustrated by using a simple

algorithm, the steepest descent method. [A more powerful

algorithm, the damped least squares (DLS) method, will

be discussed later in this article.] At each point in the

landscape, the direction of steepest descent is that of rf

with a changed sign. This direction (the arrows in points

M and N in Fig. 1) is always perpendicular to the equi-

magnitude contours. The steepest descent method can be

summarized as follows:

i) In the starting point, determine numerically the

direction of steepest descent.

ii) Along this direction, determine the minimum of f.

iii) Make the minimum thus found the new ‘‘starting

point.’’

iv) Repeat this procedure until the slope along the

direction of steepest descent is close enough to zero.

In most cases, local optimization drives the starting

configuration into the nearest local minimum. For exam-

ple, the iterative steepest-descent process starting at

point M in Fig. 1 converges toward the minimum A. In

Fig. 1, the domains of starting points that converge

toward the minima B, A, and C are shown in white, light

gray, and dark gray, respectively. However, the location

of the starting configuration in the error function

landscape is only one of the factors that determine to-

ward which local minimum the iteration will converge.

Sometimes the resulting local minimum depends also on

the characteristics, or even on the implementation details

of the specific optimization algorithm that is used. For

instance, the starting point N is closer to the global

minimum C than to the poorer local minimum A. How-

ever, because first iteration happens to be in the direction

of A with the steepest descent method, point N con-

verges toward the latter minimum. Sometimes the

change of algorithm parameters (such as the damping

factor in the DLS method) can be useful to escape from

poor local minima.

STARTING CONFIGURATIONS

Because in optical design the error function can be highly

nonlinear, multiple local minima often exist. As shown

above, the result of local optimization is then critically

dependent on the choice of the initial configuration. Poor

choices of starting configurations most often lead to poor-

quality solutions. Choosing good starting configurations

for optimization is one of the most difficult problems in

optical system design. Traditionally, the choices have

been done on the basis of previous experience, patents or

lens databases, first-order layouts corrected analytically

for primary aberrations, intuition, and often a substantial

amount of trial and error. Recent progress in global

optimization alleviates this difficulty in some cases, but a

further development of global optimization techniques is

certainly desirable.

For well-known types of optical systems, useful starting

configurations can sometimes be obtained by adapting an

existing design to the new specifications. However, it of-

ten happens that after changing the specifications, some

rays cannot be traced through the system because of ray

failure. Situations when some rays suffer total internal

reflection or miss a surface occur especially when the

aperture or the field is increased. As the error function is

based, in most cases, on ray tracing, it cannot be computed

when ray failure occurs. A strategy that often helps to

transform such an unsuccessful starting point into one that

is ray-traceable is as follows: 1) lower the aperture and/or

field; 2) optimize; and then 3) restore the specifications to

the desired value. Reducing the aperture and/or field

brings the rays closer to the paraxial domain, where ray

Fig. 1 Error function landscape with three local minima.
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failure does not occur. Rays that failed may now become

traceable but will probably have large incidence angles on

the surfaces that caused the failure. However, large angles

tend to cause large aberrations as well. Through opti-

mization, these angles are reduced and the chances of ray

failure when the specifications are restored decrease. (For

additional information, see, e.g., Ref. [1].)

ERROR FUNCTION

The correct choice of the error function is essential for a

successful design. The error function defines the goal to

be achieved, as seen by the optimization algorithm. As

optimization will drive the system toward this goal, the

designer must ensure that the error function accurately

reflects the actual design requirements.

For each design task, one must define a number of

system characteristics (called operands in what follows)

and the corresponding target values. Such operands can be

transverse ray aberrations or wavefront aberrations of

individual rays, aberration coefficients, lens parameters to

be held within certain limits, etc. There are typically

much more operands than optimization variables, for

instance, because a large number of rays must be traced.

The necessity to minimize an error function comes

therefore from the fact that it cannot be expected that

all operands reach their target values exactly, but only in a

least square sense.

The error function is defined as the weighted sum

of squares

f ðxÞ ¼
P

wiðaiðxÞ � ~aiÞ2P
wi

where ai is the operand, wi is the corresponding

weight, and the tilde denotes the target values for the

corresponding operands. (Sometimes not f itself, but its

square root is called the error function.) The squares in

the definition reflect the fact that positive and negative

deviations of the operands from their target values are

regarded as equally harmful. Obviously, in an ideal

situation where all operands are equal to their targets,

the value of f would be zero.

Modern optical software often suggests to the designer

a default merit function such as the root mean square

(RMS) wavefront aberration (useful when the system is

close to the diffraction limit) or RMS spot size (useful

when the system is far away from the diffraction limit).

The user can then refine the default error function so that

it suits best the specific design requirements.[2] Usually a

broad choice of operands is available and the user can

even define new operands according to his needs.

When computer speed is important, the user may

choose to modify the error function during optimization.

In early stages, using a smaller number of operands (e.g.,

a small number of skillfully chosen rays) improves

speed.[3] Aberration coefficients give the designer the

possibility to use insight, and do not suffer from ray

failure. When the design is close to the final form, the

error function must be made more accurate, even at the

expense of a higher computational effort. This can be

done for instance by increasing the number of operands

(e.g., by tracing more rays). Depending on the ultimate

performance criterion, slow error functions based on the

modulation transfer function or encircled energy may also

be useful for final design.

If the optimization does not behave as expected, the

user should inspect the behavior of the individual

operands in order to see whether they are doing what

they are intended to do. Changing operands or their

weights can often solve the problem.

Adapting the error function can be useful even in

global optimization. If the designer wants to kick the

solution out of a poor local minimum x0, a potentially

useful strategy is to add to the error function f an extra

‘‘escape’’ operand

aEðxÞ ¼ exp½�ðx � x0Þ2=t2�

where the parameter t and the corresponding weight wE

are skillfully chosen.[4] Unlike usual operands, which

are (collectively) closest to their target values in or

around x0, aE has a maximum there. In this way, the

local minimum of f can be turned into a local

maximum. On the other hand, this operand is practically

identical with its target value (zero) for points in the

parameter space that are far away from x0. Therefore

such an ‘‘escape’’ operand repels the solution out of

known local minima and gives optimization the chance

to find better ones.

OPTIMIZATION VARIABLES

The same parameters that are used to describe the system

can be used as optimization variables. Examples of

variables are the surface curvatures (or, alternatively, the

corresponding radii), glass thickness, air spaces, or as-

pheric coefficients.

Even material characteristics such as the refractive

index and dispersion or gradient index coefficients can

sometimes be used as variables (within given boundaries).

However, because glass characteristics are not continuous

variables, after optimization, the closest real available

glass must be substituted and the design must be

Optical System Optimization 1845

O



reoptimized with the remaining variables. Additional op-

tions for optimizing the glass selection become available

because of global optimization.

The designer must choose which system parameters

should become optimization variables and which should

be kept fixed (frozen). Generally, the larger the number

of optimization variables, the better is the chance to find a

good solution. However, in some situations, the designer

should resist the temptation to make all system para-

meters variable. For instance, it happens occasionally that

the optimization process tends to increase a glass thick-

ness while producing only a minor improvement of the

imaging quality. As an excessively large glass thickness

leads to extra weight and production costs, it is pre-

ferable to freeze the corresponding variable when it

has reached a value for which the imaging quality is

already acceptable.

Situations where several variables have the same or a

very similar effect on the error function may have unde-

sirable effects on the optimization process and should

also be avoided. For instance, if aspherical surfaces are

used, optimizing all polynomial deformation coefficients

makes the conic coefficient, in most cases, redundant as

an optimization variable. This can already be seen from

the Seidel aberration formulas, where the fourth-order

polynomial coefficient and the conic coefficient have the

same effect: Any change in the Seidel terms caused by a

change in the conic coefficient can be exactly com-

pensated by a change in the fourth-order deformation

term.[3] (Using the conic coefficient as a variable, toge-

ther with the polynomial coefficients, makes sense only

when the number of polynomial coefficients is too low

and the conic coefficient takes over the role of a higher-

order coefficient.)

In optical design, some constraints that occur fre-

quently are related to certain system parameters via

mathematical relations that are particularly simple. For

instance, the image plane can be kept at the paraxial

position by adjusting the thickness of the air space after

the last surface and the effective focal length can be kept

at some prescribed value by adjusting the curvature of the

last surface. Parameters such as the last curvature and the

last air space in the examples above become ‘‘solutions’’

of equations and can be viewed as variables that are

eliminated. During optimization, the values of these

parameters are then continuously adjusted as functions

of the optimization variables. System parameters con-

trolled by such ‘‘solves’’ must be distinguished from

optimization variables. Whenever possible, it is better to

enforce constraints by using ‘‘solves’’ instead of optim-

ization variables because the internal computational

scheme of the program is simplified, and therefore both

the computer time and the risk of stagnation decrease.

OPTIMIZATION EXAMPLE

The order in which the system parameters are freed as

optimization variables can also determine toward which

local minimum the solution will converge. Sometimes

when experienced designers have reasons to expect a given

form of the solution, they may choose to free only a limited

number of variables in the first stage of optimization,

hoping that their choice will direct the solution toward the

desired minimum. The remaining variables are then freed

only in a later stage. Freeing all variables simultaneously

may lead to a different result. This situation will be illus-

trated with a simple example. A system consisting of three

lenses with the object at infinity will be optimized in two

different ways, and two different results will be obtained.

For the starting configuration, the simplest possible

choice is made: a system having five plane-parallel sur-

faces and a sixth surface having the curvature controlled

by a solve that keeps a certain value of the focal length

constant. (Better choices are possible, but this one

illustrates the main point discussed here.) Fig. 2 shows

the ray paths of three rays coming from the axial object

point (the rays parallel to the optical axis in the object

space) and the paths of three rays coming from the

maximum object (which form an angle of 20� with the

optical axis in the object space).

The imaging quality of this starting configuration is

very poor. This can be seen if one looks at the rays

coming from the maximum object: The intersection point

of the lowest ray with the middle ray and the intersection

point of the uppermost ray with the middle ray are not

close to each other, neither in the longitudinal nor in the

transversal direction.

The error function used is of the type RMS spot size,

computed for three field positions and three wavelengths.

For simplicity, variables are only the curvatures of the

first five surfaces, while the distances between surfaces

are kept constant.

In the first optimization strategy, the image plane is

kept by a second solve at its paraxial position. After

Fig. 2 Starting point for the optimization of a three-lens

system.
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optimization, the system shown in Fig. 3 is obtained (a so-

called Cooke triplet). The image quality is obviously

much better, because both for the axial and for the off-

axis objects, the three rays have a common intersection

point. Both image points are situated in the same plane

(the image plane). The way in which the surface

curvatures change after various numbers of optimization

cycles is shown in the first line (a) of Table 1.

One may wonder why it is useful to keep in this

example the image plane at the paraxial position. It is well

known that in optimized systems, the best position of the

image plane is almost never exactly the paraxial position

so it is tempting to use the position of the image plane as

an extra variable. When the optimization is redone with

this second strategy, the succession of surface shapes

shown in the second line (b) of Table 1 is obtained.

Observe that the final form of the design is not the same

as the one obtained with the first strategy. Surprisingly,

despite the fact that an extra variable has been used, the

final error function after the second run is 3.5 times larger

than after the first run.

The explanation is that in the second run, the solution

has moved into a poorer local minimum. Aberration

analysis shows that in the second case, the system suffers

from large third-order spherical aberration and field

curvature. As both aberration types can be balanced to a

certain extend by defocusing, the optimization ‘‘misuses’’

the freedom to defocus: It takes the ‘‘easy way’’ and starts

to balance too early without first reducing the two large

Seidel aberrations mentioned above. In this way, it gets

trapped into a poor local minimum from which it cannot

escape. This type of poor local minimum occurs

frequently in optical system design.[1] With the first

strategy, defocusing is not allowed until the solution has

settled down in a local minimum. In this way, the

optimization has a chance to reduce from the beginning of

the third-order spherical aberration and the field cur-

vature. When the system form is already that shown in

Fig. 3, making the position of the image plane variable

indeed improves the solution. Then the form of the system

remains basically unchanged. Unfortunately, the success

of such strategies to avoid poor local minima depends, to

a large extent, on serendipity. Even minor differences in

the implementation of the local optimization algorithm

may influence the outcome.

CONSTRAINTS

The optimization of optical systems is subjected to dif-

ferent forms of constraints (or boundary conditions).

Mathematically, the problem of constrained optimiza-

tion can be stated as follows: Minimize f(x) subject to

the conditions

ciðxÞ ¼ pi, with i ¼ 1,2, . . . ,m < N

(equality constraints) and

djðxÞ � qj, with j ¼ 1,2, . . . ,n

(inequality constraints). Examples are, for instance,

keeping the effective focal length constant during opti-

mization (equality constraint), or preventing the edge

thickness of a biconvex lens to become negative when

the surface curvatures tend to increase too much (in-

equality constraint).

Fig. 3 Optimized three-lens system (Cooke triplet).

Table 1 The evolution of the surface shapes of a triplet during optimization, using two different optimization strategies (see text)
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In their simplest form, inequality constraints appear

when optimization variables are allowed to vary only

within a given range. In the one-dimensional example

shown in Fig. 4, the variable (e.g., an axial air or glass

thickness) is allowed to have only positive values. It can

be seen that when variables are restricted to a given

interval, two types of minima are possible: 1) minima

where the tangent to the curve is horizontal (A); and 2)

endpoints of the interval (B).

More generally, when a minimum is on the boundary

of the allowed region (such as in case B above), one or

more inequality constraints turn into equality constraints

dj(x) = qj. Such constraints are called active. If the set of

active constraints is known, then the remaining (i.e., the

inactive) constraints can be ignored for the given local

minimum because they have no influence on the opti-

mization. Locally, the situation then becomes an equality

constraint situation.[5] It can be easily seen in Fig. 4 that

for the local minimum A, the positivity requirement for

the variable x is an inactive constraint that has no influ-

ence on the optimization result.

For enforcing equality constraints, if solves are pos-

sible, they are, as mentioned above, the option to be

preferred. Both for equality and for inequality constraints,

there are generally two other options, both having their

advantages and disadvantages.

The first and more straightforward option is to add

‘‘penalty’’ terms to the error function. The constraints

then become operands that are driven by the optimization

toward the corresponding target values. With this method,

the constraints are not rigorously enforced, but they are

negotiable to some extent because their departure from

the desired value is minimized together with the other

(e.g., aberration) operands. Increasing the relative weight

enforces the constraint more rigorously. For inequality

constraints, the corresponding operands are implemented

differently from usual operands: They give a nonzero

contribution to the error function only when the boundary

is violated; otherwise, they are simply ignored.

The second option, called the Lagrange multiplier

method, gives a better control over the constraints. For a

better understanding of this method, consider first a

simple two-dimensional case. In Fig. 5, the curve C

corresponds to the equality constraint

cðx1,x2Þ ¼ p

In each point along C, the gradient of c(x1, x2) (the arrow

OA) is perpendicular to the tangent to the curve. As noted

before, in unconstrained optimization, rf vanishes in a

minimum (there is no descent direction there). In the

constrained case, if the point O is a minimum, there must

be no descent direction along the curve C. This means

that in O, the component of rf along the tangent must

vanish or, equivalently, that rf is also oriented along OA

rf ¼ lrc

For any other orientation (e.g., OB), rf has a component

(OB’) along C, which means that O cannot be a con-

strained minimum. In the general case, if the gradient

vectors of the m constraint functions ci are independent,

then for a local minimum, rf can be written as

rf ¼ l1rc1 þ l2rc2 þ 
 
 
 þ lmrcm

The constrained minimum can then be found by looking

for the unconstrained minimum of an associated La-

grange function

fLðx; lllÞ ¼ f ðxÞ þ l1c1ðxÞ þ l2c2ðxÞ þ 
 
 
 þ lmcmðxÞ

However, in addition to the N components of x, the

coefficients l1,l2,. . .,lm (called the Lagrange multipliers)

must also be determined. Together with the m constraint

equation ci(x) = pi, annulling the components of rfL

Fig. 5 If the gradient OB of the error function is not oriented

along the gradient OA of the constraint function, the point O

cannot be a constrained minimum.

Fig. 4 Active and inactive constraints in a one-dimensional

case.
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provides the necessary N + m equations.[6] The Lagrange

multipliers obtained in this way indicate the ‘‘pressure’’

exerted by the corresponding constraint on the error

function and may therefore provide useful information

on the effects of the constraints. This method can be

extended to handle inequality constraints as well.

DAMPED LEAST SQUARES

Historically, the steepest descent method discussed earlier

was the first optimization algorithm used in optical system

design. However, because of various drawbacks (e.g., slow

convergence when the equimagnitude contours are elon-

gated or irregular), other more efficient methods are

presently in use. (For a review, see, e.g., Refs. [2,3].) In

most cases, present-day optical design programs use va-

riants of the so-called DLS method[7,8] for local optimiza-

tion. Only the basic idea of this method will be discussed

below. (More details can be found, e.g., in Refs. [9,10].)

As discussed above, if the requirement that all

operands ai reach their target values is viewed as an

overdetermined system of equations, minimizing the error

function f leads to a least square solution of this system

(i.e., to the best ‘‘collective’’ fulfillment of this require-

ment). If the operands were linear functions of the vector

of the optimization variables x, the computation of the

least square solution would be possible in one step. The

necessary change Dx that transforms the starting con-

figuration into the optimized one could then be computed

directly by a standard linear algebra technique.[9] How-

ever, because the dependence of the operands on x is,

in fact, nonlinear, a more elaborate iterative technique

is used.

Around the current value of x, the operands are locally

approximated as linear functions of the optimization varia-

bles. In a Taylor series expansion of ai, only the constant

and the first-order terms are therefore kept. The coeffi-

cients of the first-order terms are the partial derivatives @ai/

@xj. These coefficients are computed numerically by

determining the change of the operands for small

increments of the variables. The value of Dx, such that

for x +Dx the gradient of f is zero, results then from the

normal equations of linear least squares. However, because

of the neglected nonlinearity,rf is not exactly zero. For the

next iteration, x is then replaced by x +Dx.

At this stage, the computed values of Dx tend,

however, to be so large that the linear approximation

becomes invalid and the iteration frequently diverges. In

order to prevent this, in the DLS method, the error

function f is replaced by

fD ¼ f þ pðDxÞ2

where the parameter p is called the damping factor.

This modification of the error function is permitted

because the minima of f and fD are the same (Dx va-

nishes there). However, because fD increases quadrati-

cally with the length |Dx| of the change vector, the new

damping term discourages large changes of the op-

timization variables.

An interesting property of the DLS method is that it

produces the best value of Dx when the length |Dx| is

restricted to a given value. This can be seen by assuming

that for a reasonable preservation of linearity, the

maximal allowed length of the change vector is some

value h. If this constraint becomes active, fD can be

interpreted as the Lagrange function fL corresponding to

the equality constraint

ðDxÞ2 ¼ h2

and p can be viewed as the corresponding La-

grange multiplier.

This and other ways to introduce damping turned out to

be quite successful in limiting |Dx| to an optimal size.

Modern optical design programs often use their own

strategy to introduce damping and to choose the optimal

damping factor.

GLOBAL OPTIMIZATION

Benefiting from the spectacular increase in computer

speed in the last decades, optical design has enriched its

arsenal of optimization methods with computationally

intensive techniques that make the escape from poor local

minima possible. Among the many disciplines in which

global optimization is presently used, optical system

design is one of the most challenging. Even for optical

systems of moderate complexity, because of the high

dimensionality of the parameter space, the nonlinearity of

the error function, and the many nonlinear constraints,

there is no guarantee that the mathematical global

minimum has been found in a specific run.

However, given a sufficiently long time, algorithms

such as simulated annealing,[11] global synthesis,[12]

genetic algorithms,[13] or the escape function method[4]

can find solutions that are considerably better than those

found by local optimization—and that sometimes even

amazes the experts. Other techniques such as expert

systems, multistart methods ,and neural networks have

also been explored. Further research for improving global

optimization algorithms is still necessary, but even at the

present stage, global optimization has a major impact on

modern optical design methodology.
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CONCLUSION

Optical system optimization has been briefly discussed

and an example has been presented. A short discussion of

constraints and global optimization has also been pro-

vided. For futher reading, please see the references.
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